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Sammanfattning 
 
 

De senaste åren har förekomsten av allergi ökat, främst i västvärlden. Allergier kan uppstå 
mot ett flertal olika ämnen såsom pollen, mögel, kvalster, pälsdjur och livsmedel. Det ämne 
som man får en allergisk reaktion mot kallas allergen och merparten av alla hittills kända 
allergener är proteiner.  

Syftet med detta projekt är att statistiskt utvärdera en klassificeringsmetod för att förutsäga 
om ett okänt protein kan framkalla allergi eller inte. Denna metod använder sig utav 
särdragsvektorer baserade på ”local alignment” av proteinernas aminosyrasekvenser. 
Alignment är en metod där man försöker matcha två sekvenser så bra som möjligt. Ju mer lika 
två sekvenser är, desto högre poäng får de. 

En databas med allergena och en med icke-allergena sekvenser har upprättats. Ett antal 
jämförelser (alignments) har utförts, dels mellan olika allergener och dels mellan allergener 
och icke-allergener för att bygga upp ett regelverk för klassificeraren vid klassificering av en 
okänd sekvens. Olika parameterinställningar i alignmentproceduren har testats och utvärderats 
samt tre olika klassificeringsalgoritmer. 

Validering av klassificeringen har utförts med hjälp av ett på förhand utplockat testset med 
både allergena och icke-allergena sekvenser med vilka klassificeringsmetodens prestanda kan 
räknas ut. En ny metod för att grafiskt presentera en klassificerares prestanda presenteras även 
i detta arbete.   
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1. Introduction 
 
Atopic allergy and other hypersensitivity reactions affect up to 20-25% of the population in 
industrial nations. The prevalence of food allergenicity among adults within the EU ranges 
from 0.8% to 2.4% and is even higher in the paediatric population 1-3. The mechanisms behind 
allergy are very complex and not yet totally revealed although much progress has been made 
in recent years. 

There are several methods to diagnose a person’s possible hypersensitivity to a well-known 
allergen, e.g. skin prick tests or different immunochemical assays, but there are not many 
methods for prediction of the allergenic potential of proteins without any documentation of 
allergenic properties. Therefore, the focus of this report is on the latter part, i.e. the building 
and evaluation of a computerized prediction tool that can discriminate between proteins that 
are able to cause allergic reactions and proteins without that characteristic. The main features 
for the different classifiers presented in this work are based on output from local alignment. 

In this report, a major extension of an earlier work on a supervised learning system which 
was based on the nearest neighbour (kNN) classifier algorithm combined with local 
alignments to recognise sensitising food allergens only 4, is presented. Here, three different 
classifier algorithms are used in combination with a much larger set of different local 
alignments procedures obtained with the FASTA3 program. In each case a pair of extracted 
FASTA3 output features was feeding three different conventional supervised classifier 
algorithms: the kNN classifier, the Bayesian linear Gaussian classifier, and the Bayesian 
quadratic Gaussian classifier 5, 6. 

Furthermore, a much more careful statistical evaluation of the different classifier systems, 
designed by combining a classifier algorithm with a particular local alignment parameter 
setting was performed. Five separate scoring matrices and two distinct gap opening and 
extension penalty settings were employed. The statistical evaluation involved 200 redesigns 
of the classifier systems using 70 allergen and 272 non-allergen randomly selected test 
examples for performance evaluation each time. The best results were compared by means of 
a new kind of performance curve, for the first time introduced here, which should be regarded 
as an alternative to the conventional receiver operating characteristic (ROC) curve 7. The new 
curves not only include the average performance but also the statistical variation caused by 
the relatively small data sets used.  

Moreover a new and expanded in-house database was employed, which consists of 318 
allergen and 1007 non-allergen amino acid sequences, both derived from several publicly 
available repositories. The results indicate that detection of allergen sequences based on local 
alignments score and alignment length only may not be the best possible approach but 
nonetheless useful as a risk assessment tool.  

In the second chapter, background in immunology and allergy as well as an introduction to 
bioinformatics tools are presented. Chapter 3 includes the problem statement and the methods 
used to approach the problem. Besides the construction of necessary resources, such as 
repositories of allergenic and non-allergenic amino acid sequences, these methods include 
different techniques for feature representation, classification and validation. Chapter 4 
contains results from data analysis with the aid of different visualisation techniques and most 
importantly the classification results from some of the best combinations of sequence 
representation and classification methods presented as Receiver Operator Characteristic 
(ROC) curves. In the last chapter the results from the different sequence representations and 
classifiers are discussed and suggestions for future improvements are presented. 
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2. Background 
 
2.1. General immunology 
 
Our environment contains a great variety of infectious microbes that can cause disease, and if 
they multiply uncontrollably they will eventually kill their host. Most infections, however, are 
relatively short-lived and leave little permanent damage in their host and this is due to the 
immune system. Below is a brief summary of the components and mechanisms involved in 
protecting the body. 
 
 
2.1.1. The body’s defence mechanism 
 
The body’s defence system can be divided into three different stages where the first two 
perform in a non-specific mode of action and constitute the innate immunity whereas the third 
stage is a highly specific process called acquired immunity. 

The physical and chemical barriers built up of the skin and mucous membranes is the first 
part of the defence system that foreign microbes must penetrate and those that are capable of 
crossing this barrier are subjected to phagocytic white blood cells, natural killer cells and 
antimicrobial proteins which together forms the second line of defence. 

The immune system is the third level of the defence system and is very specific in its way 
of recognizing and in the end eliminating foreign molecules. An antigen may be any foreign 
substance that is produced or released from microorganisms, transplanted organs or worn-out 
cells and they have unique molecular shape and size. The antigens trigger the immune system 
and thereby become recognized by antigen specific antibodies, which are antigen-binding 
immunoglubulins (Ig). The specificity of this part of the body’s defence system is maintained 
because of the capability of an antibody to discriminate between very closely related antigens. 

Another feature of the immune system is the ability to recognize antigens that have already 
been dealt with and this enables a faster and more efficient response. The cells that are 
responsible for this immunity are called lymphocytes and develop from multipotent stem cells 
in the bone marrow. The lymphocytes are usually divided into the main classes B cells, which 
differentiate and mature in the bone marrow and T cells that start out in the bone marrow but 
undergo maturation in the thymus gland. B cells are involved in the humoral immunity 
response where antibodies are produced to act against foreign microbes present in the body 
fluids whereas T cells are responsible for the defence to intracellular microorganisms, which 
is called cell-mediated immunity. Both cells have specific antigen receptors present on their 
membranes. These receptors are named antibodies for B cells and T cell receptors (TCRs) for 
T cells. While antibodies recognize antigens in solution or on cell surfaces in their native 
conformation, TCRs identifies processed antigens on cell surfaces. Antibodies may be 
produced in two forms, either as the B cell antigen receptor, which occurs as a membrane-
attached protein, or as a secreted product, whereas the TCR exists only as an integral 
membrane protein. 

When the lymphocytes binds to the antigens, effector cells are activated which actually are 
the agents that defend the body during an immune response. B cells activation generates 
effector cells called plasma cells, which produces antibodies specific against the antigen that 
activated the B cell. B cells can also differentiate to memory cells that do not immediately 
secrete anything but they persist in the body for many years and in the event of encountering 
the same foreign organism, they will develop into plasma cells much more rapidly than the 
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original B cells, and proceed to secrete the antigen-specific antibodies. Two main classes of T 
cells are known: cytotoxic cells that eliminates the infected cells and helper T cells which 
secrete cytokines that acts as regulators of both B and T cells during the immune response. 
The great diversity of lymphocytes present in the immune system is the reason for the ability 
to face the variety of different antigens that the body can be subjected to. When a large 
amount of one type of antigens is present in the body, specific B and T cells recognize them 
and produce millions of copies of effector cells, which are specific for the original antigen. 

The efficiency of the immune system would be devastating if the lymphocytes were unable 
to discriminate between foreign agents and the body’s own molecules. Under normal 
conditions, however, this is not the case since self-tolerance is developed before birth when 
lymphocytes with receptors against the body’s own molecules are destroyed. The major 
histocompability complex (MHC, HLA in humans) is a complex of glycoproteins present on 
the cells’ plasma membranes and cells containing this specific complex belong to the body 
since the probability that two persons share the same MHC set is almost zero. There are two 
main classes of MHC and while class I MHC molecules are located on all nucleated cells, the 
class II MHC molecules are only expressed by antigen-presenting cells (APCs), which include 
B-cells and macrophages. Class II MHC molecules plays an important role during the 
acquired immune response.  
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2.1.2. The immune response 
 

When an antigen enters the body, it is ingested by local 
antigen-presenting cells (APCs) such as macrophages, 
dendritic cells or B cells. The APC processes the antigen by 
cleaving it into smaller peptides. These peptides are then 
displayed in conjunction with the MHC class II on the APC 
surface. There, the combination of peptide and MHC class II 
can be recognized and bound by the T cell receptor (TCR) of 
antigen specific T helper (TH) cells. The binding prompts the 
APC to release interleukins (ILs), which allows the T cell to 
mature. Subsequently, the mature T cell proliferates into TH 
clones specific for the 
presented processed 
antigen. 

Simultaneously, antigen 
specific B cells recognize 
and process native antigens 
through their B cell 
receptors (membrane-
integrated antibodies). Both 
macrophages and B cells 
thus act as antigen 

presenting cells, but there is one major difference: 
Macrophages can display a number of peptides from different 
ingested pathogens, which means that they are non-specific. 
B cells, on the other hand, can only bind to one type of 
pathogen and thus only display the peptides resulting from 
processing of that specific antigen. The signal from the 
antigen-antibody binding alone is, however, regarded as 
insufficient to induce a clonal B cell expansion, which occurs 
only after antigen specific TH cells engage with the antigen 
specific B cells through TCR/MHC interaction. The binding 
causes the T cell to secrete interleukins (ILs) that transform 
the B cell into an antibody-secreting plasma cell. There are 
five classes of antibodies: IgA, IgD, IgE, IgG, and IgM. 
Binding of the antibodies to the pathogen activates effector 
mechanisms that ultimately eliminate the pathogen. 

The B cell can ingest, process and present any linear peptide fragment, from e.g. bacteria, 
in the case of bacterial intrusion, with MHC II. Different peptide fragments from the entire 
bacterium will be presented on the surface of this same B cell. If it interacts with a TH cell 
specific to any one of those peptides then the B cell will be activated. The immunoglobulins 
of the B cell is, however, specific for only one surface protein on that bacterium and without 
association with the linear peptide that is recognized by the TH cell. 
 
T cell independent antigens 

Some antigens are T cell independent (TI) and they do not require T cell help to elicit an 
immune response and that also are incapable of generating memory cells. These antigens are 
generally polysaccharides and cannot be presented to T cells via MHC molecules. TI antigens 

Figure 1. The process where 
antigens activates T helper cells. 
The illustration was used with 
permission by [a]. 

Figure 2. The figure shows the 
dual signal principle in order for 
B cell activation. The illustration 
was used with permission by [b]. 
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are further separated into two individual classes, TI-1 or TI-2 based on the type of interaction 
with B cells. TI-1 antigens, such as lipopolysaccharide (LPS) are known as potent B cell 
mitogens, i.e. substances that stimulate cells to begin division (mitosis), and function by non-
specific, polyclonal activation of most B cells. TI-2 antigens have highly repetitive structures 
but unlike TI-1 antigens, these antigens do not function as B cell mitogens, and can only 
activate mature B cells. It is generally accepted that TI-2 antigens activate B cells by cross-
linking surface exposed Igs, which will trigger the activated B cell to produce antigen-specific 
antibodies 8, 9. Little is known about the cellular and molecular requirements of a TI immune 
response but studies implicate B1 and marginal zone (MZ) B cell compartments as a major 
source of precursors for TI immune responses 10-12 
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2.2. Allergy 
 
The term “allergy” was originally introduced in 1906 by the Viennese paediatrician Baron 
Clemens von Pirquet 13 and meant “changed reactivity”, referring to the change in immune 
response upon a second contact with certain substances. At that time, however, von Pirquet 
had no means of scientifically proving that these immunological changes actually occurred in 
the body. Prausnitz and Küstner presented the first description of the mechanism of the 
allergic reaction in 1921. The definition of the term was rather wide, and did not take into 
account that there are different kinds of immunological responses. Currently, the 
immunological response is divided into four subgroups, hypersensitivity reactions of type I 
through IV. Today, the word “allergy” refers to a type I hypersensitivity reaction that occurs 
due to an inappropriate immunoglobulin E (IgE) response. In allergic individuals, IgE is 
produced after contact with substances such as pollen, certain foods, house dust-mites and 
animal saliva etc, which are referred to as allergens. Most allergens are glycoproteins, but 
among the tens of thousands of existing proteins, only a fraction is actually allergens. The 
contact with the allergen/antigen triggers the series of events described above. 

The symptoms of an allergic reaction can vary but include eczema, asthma, hay fever, 
rhinitis and anaphylactic shock. The latter sort of response is a severe and sometimes fatal 
systemic reaction, characterized especially by respiratory symptoms, fainting, itching, 
urticaria, swelling of the throat or other mucous membranes and a sudden decline in blood 
pressure. Allergy has become a very important issue the last decade due to the increasing 
number of people that are affected. 
 
 
2.2.1. Key mechanisms: sensitisation, triggering and cross-
reactivity 
 
The key stage that decides if an allergic reaction will occur is whether the TH cell that 
confronts the antigen/allergen matures to a TH2 or a TH1 cell. The course of the immature TH0 
cell is decided by contact 
dependent factors and by the 
prevalence of certain cytokines 
in the environment of the cell. 
One of the most important 
contact-dependent factors is the 
strength of the TCR ligation 14. 
A cytokine environment 
dominated by IL-4, IL-6 and IL-
13 favours TH2 development 
whereas IL-12 and IFNγ promote 
TH1 development, 15, 16. 
Additionally, the cytokines 
produced by one of the two 
different helper cells tend to 
inhibit the formation of the 
other, so once a choice has been 
made, that choice is reinforced. 
The cytokines secreted from TH2 

Figure 3. The sensitisation process with the dual signal to activate 
the B cell: Allergen binding to the B cell and help from T cells in 
the form of cytokines delivered by specific T cells (TH2). The 
illustration was used with permission by [c]. 
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cells induce B cell activation and favour an IgE response (through IL-4 or IL-13) 15. The IgE 
class of antibodies is associated with allergic reactions. Subsequent to secretion from plasma 
cells the IgEs sensitise tissue mast cells and basophils by binding to their high affinity 
receptors, FcεRI, through their Fc portion. The chain of events until this step is called 
sensitisation and does not involve allergic symptoms (figure 3). The half-life of free IgE in 
serum is only a few days but mast cells can be kept sensitised by IgEs for months. This is due 
to the high affinity binding which protects the IgEs from degradation. 

When a sensitised mast cell encounters the allergen a second time (figure 4), several (two 
or more) IgEs on the surface of the mast cell will bind the allergen. The cross-linking is a 
necessity for an allergic response. Cross-linking triggers degranulation of mast cells, which 
leads to the release of mediators such as histamine, prostaglandins and leukotrienes that cause 
the inflammatory response.  

A phenomenon referred to as cross-reactivity involves different allergens. This occurs 
because some proteins have structurally similar motifs although being from different species. 
When a protein has completed the sensitisation process another protein, different from the 
first but encompassing highly similar epitopes, can cross-link the IgEs causing an allergic 
reaction. The most common example is the oral allergy syndrome (OAS), which is an allergic 
reaction that is confined to the lips, mouth, and pharynx. OAS often occurs in people with 
asthma or hay fever from pollen allergies that eat fresh (raw) fruits or vegetables. An allergic 
response occurs when the immune system is unable to distinguish the difference between e.g. 
pollen proteins and food proteins due to structural similarity. Some groups that contain such 
cross-reactive proteins are birch pollen/apple and mugworth/celery. Another example of 
cross-reactivity is the latex-fruit syndrome. It is reported that more than 50% of latex-
sensitised people had IgE antibodies to proteins from different kinds of fruits and vegetables 
17.  
 
 
2.2.2. Food allergy and GMO  
 
The occurrence of allergies to specific foods is not well known. Eight foods or food groups 

Figure 4. Immediate-type hypersensitivity is mediated by factors released by mast cells and basophils as 
a response to intracellular signals generated on the surface of such cells. These signals result when at 
least two IgE molecules bound to the mast cells or basophils are cross-linked by the allergen. The 
illustration was used with permission by [d].  
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are reported to account for more than 90 per cent of all IgE mediated food allergies: milk, 
eggs, fish, crustaceans, peanuts, soybeans, tree nuts, and wheat 18. 

Several protein properties that can be related to allergenicity have been reported. Typical 
food allergen characteristics include:  

 
·Size (most known food allergens are large, 10-70 kDa) 19. 
·Stability to digestion (most food allergens are resistant to degradation by gastric acid and 
digestive proteases) 20. 
·Prevalence in food (allergenic proteins are typically present at a relative high level in their 
respective organism) 21. 
·Glycosylation (most food allergens are glycosylated) 19. 
·Heat stability (food allergens are typically surprisingly resistant to heating) 22. 

 
It is believed that these properties can aid in the allergenicity of those molecules. These 
properties are, however, not necessarily unique for food allergens since they can also occur in 
non-allergenic molecules. 

In recent years, agricultural enterprises in the USA, Canada and the European Union (EU) 
have developed new plant varieties by adopting modern biotechnology, including genetic 
engineering. In the USA, >40% of the corn and >45% of soybean acres planted in 1999 have 
been genetically modified, and a large part of the food products in US supermarkets contain 
genetically modified organisms (GMOs) 23. Agricultural biotechnology involves the 
introduction of novel genes that give desirable traits of various kinds and since the genetic 
modification results in the introduction of a novel protein, the potential risk for allergenicity 
must be considered. In 1996 the 2S albumen from Brazil nut (rich in cysteine and methionine) 
was transferred into soybean in order to improve the nutritional content of soybean for cattle 
feed. As Brazil nuts are known allergens, it was decided to determine the allergenicity of the 
transgenic soybean. The results of detailed experiments showed that 2S albumin from Brazil 
nut was a major Brazil nut allergen and that the newly expressed protein in transgenic soy 
retained its allergenicity and therefore its potential ability to provoke clinical reactivity in 
patients with allergy to Brazil nut 24. Patients allergic to Brazil nuts and not to soybean now 
showed an IgE mediated immune response towards the GM soybean. On this basis, the 
market launching programme of this soybean trait was discontinued. 
 
 
2.2.3. Allergy tests 
 
Several different tests have been proposed both for allergy diagnostics and allergen 
prediction. Some of these methods have been compiled into multi-procedural assessment 
schemes. Such test schemes include animal models and computational (in silico) methods as 
well as in vitro and in vivo tests. The main purpose with diagnostic allergy tests is to 
determine if a person can develop allergic symptoms upon ingestion of a specific food, 
exposure to pet dander, or other possible sensitivity inducing agents, whereas allergen 
prediction more is focused on whether a protein is capable of triggering an allergic response 
in atopic persons.  
 
 
2.2.3.1. In vitro and in vivo tests 
 
The use of a quantitative measurement of allergen-specific IgE antibodies has been shown to 
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be predictive of symptomatic IgE-mediated allergy. Studies on serum levels of food-specific 
IgE antibodies suggest that there is a correlation between the quantity of IgEs and the 
likelihood that the patient would experience an allergic reaction after ingestion 25, 26. Current 
in vitro methods measure the level of IgE present in patient sera using anti-IgE antibodies, 
and the most commonly used methods are ELISA (EnzymeLinked ImmunoSorbent Assay), 
RAST (RadioAllergoSorbentTest) and Western blotting. Recent studies have demonstrated 
protein microarray technology as a method for quantitative measurement of multiple serum 
allergen specific IgE antibodies 27. One simple in vivo method is the “skin prick test” where a 
number of suspected allergens are injected under the skin of the patient. The area is then 
searched for any signs of inflammation, which indicates a localised allergic reaction. All of 
these methods can only be used if IgE is already present in the patient’s body, i.e. if the 
patient has already been sensitised.  
 
 
2.2.3.2. Animal tests 
 
The molecular features of a protein that renders it offensive properties in predisposed 
individuals is so far unknown, but allergen predictive models are being investigated in a 
number of animals. Currently, there is no animal model that will profile known food allergens 
or predict the allergic potential of novel food proteins. Animal models are being used as an 
experimental approach to acquire a deeper understanding of the sensitisation process and the 
IgE-mediated allergic reaction. These models are also used by some researchers to test the 
allergenic potential of novel proteins. 

Mouse models have frequently been used for the above stated purposes 28, 29 and the Brown 
Norway rat have also been subjected to intensive allergic research 30. Animal species that also 
have been proposed as candidates for food allergy models include e.g. atopic dogs and 
neonatal pigs. The neonatal pig model of peanut allergy has been shown to mimic the physical 
and immunologic characteristics of peanut allergy in humans 31 
 
 
2.2.3.3. In silico methods 
 
Several methods 32, 33 in computational allergen prediction, based on the amino acid 
comparison procedure called alignment (explained in detail in section 2.3), have been 
reported. In the following section a decision tree for the assessment of novel proteins will be 
presented, where one of the initial steps is to search after sequence homology with known 
allergens and this is performed with local alignment. 

Recently, Zorzet et al. presented a classification tool based on local alignment combined 
with a kNN-classifier yielding about 81% correctly classified food allergens and about 98% 
correctly classified non-allergens 4. Several approaches have been described to create methods 
for the prediction of MHC class II binding epitopes, 34-37. The drawback with most of the 
current MHC class II predicting methods is that they are MHC allele specific. This means that 
a prediction tool for finding a MHC class II binding epitope must be constructed for each 
possible allele. On the other hand, however, this course is very interesting, since it describes a 
strategy to identify peptides that are biologically important for allergic reactions.  
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2.2.4. Regulatory networks and the FAO/WHO method 
 

In 1996, a task force of the International Food Biotechnology Council (IFBC) and the Allergy 
& Immunology Institute of the International Life Science Institute (ILSI) developed a method 
in the form of a decision tree for the risk 
evaluation of allergenicity of plants 
produced through agricultural 
biotechnology 38. A special working 
group – the Joint FAO/WHO Expert 
Consultation on Foods Derived from 
Biotechnology, has subsequently 
adopted the overall concept of this 
approach. In a report published by this 
working group, a modification of the 
decision tree is outlined 39. A key step in 
both these decision trees is the 
comparison of novel proteins to known 
allergens. This risk evaluation method is 
applicable not only to GMO-crops but 
also to other novel foods, e.g. products 
that are to be approved for marketing in 
the EU under Regulation 258/97 of 
Novel Foods and Food products. A 
schematic chart of the decision tree can 
be found in figure 5. The step called 
sequence homology is the bioinformatic 
part. Initially, a search in SwissProt 40 is performed with the keyword “allergen” and then all 
obtained sequences are used to create a database. The sequence to be evaluated is then divided 
into fragments of length 80 amino acids and each of them is aligned against all the sequences 
in the database. If any fragment shows more than 35% identity to any of the collected 
allergens in the database, the corresponding sequence is assigned as a potential allergen. The 
reason for the 35% identity threshold is that two proteins historically are considered to belong 
to the same structural class if they have more than 35% amino acid identity 39. Furthermore, if 
any protein fragment has six or more contiguous amino acids in common with the sequences 
in the database, the corresponding sequence is also suspected of being allergenic. The idea is 
that shared identical stretches of amino acids, indicates the presence of an allergy-related 
epitope in the test sequence. In the former version of the decision tree, a stretch of eight 
contiguous amino acids was specified as a minimum requirement, referring to the minimal 
length of a TH-cell binding epitope 38. The minimal IgE epitopes of the two major peanut 
allergens Ara h 1 and Ara h 2 were, however, found to be only six contiguous amino acids 41, 

42. Due to this finding, the required number of contiguous amino acids was reduced to six in 
the FAO/WHO report.  
  
 

2.3. What is bioinformatics? 
 

Bioinformatics is the field of science in which biology and information technology merge to 
form a single discipline. The main ambition is to enable the discovery of new insights in 

Figure 5: Schematic chart of key steps in the proposed 
FAO/WHO method for evaluation of allergenicity. 
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biology, in order to deepen our knowledge of the biological field. In the beginning of the 
bioinformatics era, the concern was to create and uphold databases for storage of biological 
information, such as nucleotide and amino acid sequences. Development of this type of 
databases involved design issues as well as the development of complex interfaces so that 
researchers could not only access existing data, but also submit new or revised information.  

All of this information must be combined to form a comprehensive picture of normal 
cellular activities so that researchers may study how these activities are changed in e.g. 
different disease states. Therefore, the field of bioinformatics has evolved such that the most 
important challenge now involves the analysis and interpretation of various types of data, 
including nucleotide and amino acid sequences, protein domains, and protein structures. The 
perhaps three most important sub-disciplines within bioinformatics and computational biology 
are:  
 

• The development and implementation of tools that enable efficient access to, and use 
and management of, various types of information.  

• The development of new algorithms in order to assess relationships among members 
of large data sets. These algorithms could be used to locate a gene within a sequence, 
predict protein structure or function and cluster protein sequences into families of 
related sequences. 

• The analysis and interpretation of various types of data that can be amino acid 
sequences, protein domain cartoons, different renderings of three-dimensional 
structures, protein hydrophobicity data etc.    

 
 
2.3.1. Alignment 

 
An alignment method is a way to compare and represent similarities and differences between 
biomolecular sequences. Sequence alignment is an important issue in biology since high 
sequence similarity usually means structural and/or functional similarity. Aligning sequences 
can principally be performed in two different ways, globally or locally. In global alignments 
the aim is to find the best possible alignment over the entire sequences, whereas in local 
alignment one tries to find the best alignment for shorter stretches, leaving unaligned stretches 
in between. Whether to use local or global alignment depends on the problem statement. In 
the case of protein alignments, global alignment is used to find homologous proteins, i.e. 
proteins that have diverged from the same source through evolution. The most commonly 
used method for global alignments is the Needleman-Wunch algorithm 43. Local alignment is 
often used to find stretches of highly conserved motifs. A motif can be described as a 
sequence of amino acids that defines a substructure in a protein that can be connected to 
function or to structural stability. In local alignments, the most frequently used methods are 
approximations of the Smith-Waterman algorithm 44. The two algorithms mentioned above 
basically work similarly: The sequences that are to be aligned are arranged as columns and 
rows of a rectangular matrix. For every position in the matrix, a score is calculated according 
to three possible events: Aligning the amino acids in the two sequences, inserting a gap in one 
sequence or inserting a gap in the other sequence. In optimal alignment dynamic 
programming 43 is used to find the best path through the matrix, i.e. the path that yields the 
highest score. In global alignment the algorithm is forced to find a way through the whole 
matrix whereas in local alignment short stretches in the matrix are simultaneously calculated 
in order to find the best local motif. 
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2.3.1.1. Scoring: Gap penalties and substitution matrices 
 
To calculate a score for inserting a gap into either sequence, user defined parameters called 
gap penalties are needed. There are two types of gap penalties: gap opening penalty, and gap 
extension penalty, both with names that correspond to their respective functions. Usually, the 
penalty for extending a gap is much lower than the penalty for opening a new one. This 
distinction is applied to prevent the algorithm from introducing a new gap every other amino 
acid, which could lead to a very discontinuous alignment instead of longer stretches of high-
scoring alignments. To calculate the score for aligning two amino acids, a substitution matrix 
is needed. The matrix gives the different score values for matching a certain amino acid 
against another, most commonly taking into consideration the physical and chemical 
properties of the amino acids. 
 
 
2.3.1.2. Optimal global alignment algorithm – 
dynamic programming  
 
If two sequences, S and T, are to be aligned against each 
other and the lengths of the sequences are M and N amino 
acid residues respectively, a matrix F is created with the 
size M x N, indexed with by i and j. The matrix is then 
filled from top left to bottom right as a given matrix 
element F(i,j) is calculated from the previously calculated 
matrix elements. 
Base conditions: 

( ) ∑
=

=
i

k
kgiF

0

0,  

( ) ∑
=

=
j

k
kgjF

0

,0  

Recurrence selection:  
F(i,j) = max { F(i-1, j-1) + d(i,j); 
  F(i-1,j) – g; 

F(i, j-1) – g }, 
 

where d(i,j) is the score value for the amino acid i of the 
first sequence matched with amino acid j of the second 
sequence and is picked from the substitution matrix and g 
is the value of the gap penalty (in this example the value 
of the gap penalty is the same for inserting a gap into 
either of the two sequences). (In this simple example no 
consideration has been taken to gap extension penalties, 
but further reading on alignment algorithms that include 
gap extension penalties can be found in Durbin et al. 45). 
Hence, the value of F(i,j) depends on which of the three 
alternative paths that gives the maximum value (figure  6 
a). Whenever a value is created the algorithm 
“remembers” the step taken (book-keeping). When all 

Figure 6. 
a) The matrix element F(i,j) is 
calculated as the maximum value of 
three local paths (steps). 
b) Backtracking algorithm that starts 
at the bottom right, F(M,N), and 
continues to the upper left, F(0,0) of 
the matrix.   
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values of the matrix are filled a backtracking procedure is performed where the initial point is 
the last calculated value, F(M,N), at the lower right of the matrix. Since the algorithm 
remembers each step it jumps to the next positive, which is illustrated in figure 6 b as arrows. 
A diagonal arrow means that the two amino acids in that positions is aligned against each 
other, a horizontal arrow means that a gap is inserted in one of the sequences and a vertical 
line implicates a gap in the other sequence. In the process when F is calculated it is likely that 
two local paths (steps) both give the same result, i.e. the matrix element F(i,j) will have two 
arrows pointing at their respective parent elements. This event can occur many times 
implicating that the backtracking algorithm will have many different paths to choose from. 
The path that generates the highest score will be selected and the alignment that this path 
relates to is, according to the algorithm, the best alignment between the two sequences.   
 
 
2.3.1.3. Optimal local alignment algorithm 
 
Given the two sequences discussed in the section above (S and T), the pairwise local 
algorithm is focussed on finding the subsequences s’ and t’ of S and T respectively, whose 
similarity (optimal global alignment) is maximum over all such pairs of subsequences. 
Base conditions: 

( ) 00, =iF  
( ) 0,0 =jF  

Recurrence selection:  
F(i,j) = max { F(i-1, j-1) + d(i,j); 
  F(i-1,j) – g; 

F(i, j-1) – g;  
0} 

Note that the recurrence for computing local alignment is almost identical to the one used 
for computing global alignment; the only difference is the inclusion of zero in the 
maximization function of the former alignment type. Adding zero in the recurrence selection 
assures that negative prefixes are discarded from the computation and implements 'restarting' 
the recurrence. Adding 0 to the maximization makes sure that negative prefixes are discarded 
from the computation. 

When all values in matrix F has been calculated the algorithm searches for maximum value 
of suffixes S1-M and T1-N, i.e. the maximum value of { [ ]),(max*)*,(

1,1

jiFjiF
NjMi ≤≤≤≤

= . The 

subsequences s’ and t’ are found by tracing back the pointers from cell (i*, j*) until reaching 
an entry (i',j') that has the value zero, which leads to the optimal local alignment subsequences 
s’=Si’-i* and t’=Ti’-i*. 
 
 
2.3.1.4. Evolutionary substitution matrices 
 
Traditionally the substitution matrices used in alignments are designed to reflect evolutionary 
distances since it is assumed that the sequences being sought have an evolutionary ancestral 
sequence in common with the query sequence. The best guess at the actual path of evolution 
is the path that requires the fewest evolutionary events. In order to build this kind of 
substitution matrix there have been extensive studies looking at on the frequency and nature 
of amino acid substitution for each amino acid during evolution. All proteins of various 
different protein families have been aligned, thus enabling the construction of phylogenetic 
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trees for each family. Each phylogenetic tree can then be examined for the substitutions found 
on each branch and the relative amino acid replacement frequencies over a short evolutionary 
period builds up the substitution matrix. Thus, a substitution matrix describes the likelihood 
that two residue types would replace each other by mutation in evolutionary time. 

A substitution is more likely to occur between amino acids with similar biochemical 
properties over a long time. Accordingly two hydrophobic amino will get a higher matrix 
score compared to one hydrophobic and one hydrophilic amino acid. Thus, matrices are used 
to estimate how well two residues of given types would match if they were compared in a 
sequence alignment. The two most commonly used substitution matrix series are BLOSUM 46 

419 and PAM 47 439, 48. 
 
BLOSUM (BLOcks SUbstitution Matrix) 

BLOSUM 46 419 matrices are widely used and most alignment programs have these matrices 
incorporated in the software. Each matrix is tailored to a particular evolutionary distance. First 
a database of multiple alignments without gaps for short regions (blocks) of related sequences 
was derived 49. This resulted in more than 2000 different blocks where each block can be 
considered as a conserved region of a protein family. Within each block in the database, the 
sequences were clustered into groups where the sequences in each group were similar at some 
threshold value of percentage identity. Each cluster was weighted as a single sequence in 
order to avoid over-weighting closely related family members, and was then compared with 
the other clusters in all amino acid positions. For the first amino acid position all possible 
pairs between the blocks were counted and the relative frequencies of the occurrence of the 
pairs were calculated. These frequencies were then used to calculate the substitution matrix. 
Different matrices are obtained by varying the clustering threshold. For example, the 
BLOSUM80 matrix was derived using a threshold of 80% identity. 
 
PAM (Point Accepted Mutation) matrix 

PAM matrices are matrices of weights that are derived from the replacement type and 
frequency for each amino acid that occurs in proteins among homologous protein sequences, 
during evolution. The number included in the matrix name, e.g. PAM 40, refers to the 
evolutionary distance in terms of number of PAMs (Point Accepted Mutations) per 100 amino 
acids of sequence. For PAM 40 this means that the matrix was built using sequences that are 
40 PAMs apart while e.g. PAM 250 was created using more distantly related sequences. 
 
 
2.3.1.5. Multiple alignment  
 
As the name implies multiple alignment, in contrast to pairwise sequence alignment, is a 
procedure where several different sequences are aligned against each other. Once constructed, 
a multiple sequence alignment, composed either of nucleic acids or amino acids, can yield 
information simply not present in a single sequence. Such alignments can be used to compare 
a number of very similar sequences to identify regions of dissimilarity. Multiple alignments 
can be used as input to phylogenetic analysis programs, to study the evolutionary 
relationships between sequences and even between organisms. They can also pinpoint areas 
either particularly conserved or particularly divergent between related sequences. This in turn 
can reveal information on the evolutionary processes undergone by those sequences. 
Furthermore, such alignments at the protein level, when used as input to suitable protein 
modelling software, can help us to understand, and perhaps predict, the structure of the 
protein in a way that individual sequences simply cannot do.  
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Theoretically it would be possible to align m sequences together in an m-dimensional 
surface using dynamic programming discussed in section 2.3.1.2. When there are three 
sequences to align (m=3) with the same length n, the matrix space would be n3 compared to 
n2 if there were only two sequences. This could be regarded as finding the best path through a 
cube in order to achieve an optimal alignment. It is not often desirable to align only three 
sequences in a multiple alignment and since the space complexity increases exponentially 
(O(nm)) with the number of sequences, m-dimensional dynamic programming is not 
computationally feasible. To avoid this problem multiple alignments are usually achieved by 
successive application of the pair-wise method. The most widely used method is to build up a 
multiple alignment progressively 50. All m sequences are aligned pair-wise, resulting in 

)1(2
1 −⋅ mm  pairs to generate a so-called guide tree. The multiple alignment is then started by 
aligning most closely related pairs of sequences given by the guide tree and then at each step 
progressively align two sequences or one to a subalignment. An often used web-based 
multiple alignment tool is CLUSTALW 51. The program used in this project was CLUSTALX 
52, which is a windows interface for the CLUSTALW. 
 
 
2.3.2. Visualisation 
 
When data has been collected in order to solve a given problem, it is often convenient to plot 
the collected data to get an overview of the problem. This is a common first approach that can 
provide an appreciable insight into data structure. A drawback, however, is that only three 
dimensions are available for visualisation purposes. The data generated from experiments in 
biological systems are usually composed of many variables i.e. the problem is 
multidimensional. The main objective of multivariate and multidimensional visualization is to 
depict trends and relationships among the variables. 
 
 
2.3.2.1. PCA – Principal Component Analysis 
 
PCA is a method, which can be used to reduce 
multidimensional data by projecting the 
original data set onto a space with three or 
fewer dimensions. A prominent merit of this 
algorithm is that the new dimension space 
maintains the maximal amount of variance in 
the data set. The orthogonal vectors that build 
up this sub space are eigenvectors of the 
covariance matrix of the data. Each principal 
component (PC) is a linear combination of the 
original variables, where the first PC is the 
original data projected onto the eigenvector 
along which the data shows the highest 
variance. The next PC is the data projected 
onto the eigenvector that “explains” the most 
variance in a direction orthogonal to PC1 
(figure 7). This procedure is iterated until a 
satisfactory amount of PCs has been 

Figure 7. Data points are mapped on the 
eigenvector (EV1) that maintains the maximal 
amount of variance of the data set. Next vector is 
the orthogonal EV2. 
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generated, i.e. the sub space has a manageable dimension. If the original data is uniformly 
spread over many variables, a substantial dimension reduction can cause a loss of useful 
information. In these cases, PCA is not feasible for visualisation purposes. For further reading 
on principal component analysis see Bishop 1995 53. 
 
 
2.3.2.2. Clustering 
 
Cluster analysis relates to grouping or segmenting a collection of observations (data samples) 
into subsets or "clusters", such that those within each cluster are more closely related to one 
another than objects assigned to different clusters. The aim with cluster analysis is to be able 
to see the degree of similarity (or dissimilarity) between the individual objects being 
clustered. There are several different clustering techniques, e.g. K-means clustering or self-
organizing maps (SOMs), but only hierarchical clustering will be covered here since it is used 
in this project. 
 
 
2.3.2.2.1. Hierarchical clustering 
 
Hierarchical clustering is subdivided into divisive methods, which separate n objects 
successively into finer groupings and the more commonly used agglomerative methods. An 
agglomerative hierarchical clustering procedure produces a series of partitions of the data, Pn, 
Pn-1, ... , P1. The first Pn consists of n single object clusters, the last P1, consists of single 
group containing all n cases. At each particular stage the method joins together the two 
nearest clusters. At the initial stage each cluster has one object, which means that the first 
cluster merger will be between the two nearest data objects. The hierarchic structure can be 
viewed in a dendrogram where all levels are graphically viewed; from the point where one 
data sample equals one cluster until the level where one cluster contains all data points. 
Multiple alignment discussed in section 2.3.1.5. is an example of a method that use 
hierarchical clustering to group data (in this case biomolecular sequences) into clusters. 

Differences between agglomerative cluster methods arise because of distinct ways of 
defining distance between clusters. There exist several measures of distances between 
clusters. Single linkage (nearest neighbour) is where the two nearest objects within the 
clusters determine the distance between two clusters, complete linkage (farthest neighbour) is 
where the greatest distance within the clusters determines the cluster distance and average 
linkage is when the average distance between all objects in the clusters is calculated and 
compared (figure 8). If the distance between two clusters A and B is defined as D(A,B), the 
distance for each method is computed as follows: 
 

• Single linkage (nearest neighbour) 
( ){ }jidBAD ,min),( =  

Where d(i,j) is the distance between object i is in cluster A and object j is cluster B 
(this distance measure results in more elongated clusters)  

      
• Complete linkage (furthest neighbour) 

( ){ }jidBAD ,max),( =  
(this distance measure tends to give more sphere-like clusters) 
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• Average linkage 

BA

AB

NN
T

BAD
∗

=),(  

Where TAB is the sum of all pairwise distances between cluster A and cluster B. NA and 
NB are the sizes of the clusters A and B respectively. 

Figure 8. Different methods to measure the distance D between clusters. 
a) Simple linkage 
 b) Complete linkage 
 c) Average linkage 
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3 Problem statement and methods 
 
3.1. Problem statement 
 
The main objective with this project is to perform a quantitative evaluation of different 
classification methods using alignment output as features. Different parameters and settings 
have been extensively analysed in order to achieve a classification tool as good as possible. 
The classification problem is concentrated on the prediction of the allergenicity potential of an 
unknown protein based on its amino acid sequence. An appreciable part of the work has been 
focussed on different alignment parameters (the choice of substitution matrices and the 
settings for gap penalties) in order to find the best possible features for the classifiers. 

Three different supervised classifying algorithms were thoroughly investigated in terms of 
classification performance in order to pinpoint the best combination of feature vector and 
classification method. 

A great deal of effort has also been devoted to the statistical evaluation for each classifier. 
A total of 200 holdout tests have been performed in order to acquire a measure of the average 
performance as well as the variance. Novel performance curves, derived from the ROC-
analysis, have been introduced as a graphical representation of the different classifier’s 
performance. 
 
 

3.2. Methodology 
 
An introduction to the immune system is presented in previous sections including the 
mechanisms behind allergic reactions. Also the term bioinformatics as well as some basic 
bioinformatics tools are discussed. This section will firstly present an overview of how the 
problem was approached and then a description will follow of the methods used. Different 
feature representation techniques and classifiers are discussed and there will also be a brief 
description of the “in-house” database where the protein sequences are stored. Local 
alignment was the main method to find the best features for a classifier in order to 
discriminate between allergenic and non-allergenic amino acid sequences.  The importance of 
parameter tuning in the alignment procedure will be stressed in section 3.4.2.1. Three 
different classification methods will also be presented (kNN, Linear Gaussian classifier and 
Quadratic Gaussian classifier) as well as different techniques for validation of these 
classifiers. 

The next page shows a diagrammatic overview of the construction process leading up to the 
validation of the different classifiers (figure 9). All details in the chart will then be explained 
later in this chapter. 
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Figure 9. A scheme over the projects progress; from the build-up of 
sequence repositories until the validation procedures and outlier analysis.



 
 

23 
 
  
 

3.3. The in-house database formation 
 
An in-house allergen database was created by data synchronisation and validation, subsequent 
to mining of five different and publicly available allergen databases: 

1. FARRP 54 
2. The Allergen Database 55 
3. The Allergen Sequence Database 56-58 
4. ProtAll 59  
5. Allergen Nomenclature . 60 

 
The total amount of allergen sequences used in this project was 318, which all fulfilled the 
below stated criteria: 

• Documentation. The presumed allergen must be entailed to scientific documentation 
of allergenicity. 

• Fragments. Allergens reported as fragments were included only if they were longer 
than 200 amino acids since there is always a risk that short fragments lack important 
motifs for allergenicity. 

• Isoallergens. Isoallergens to other allergens were excluded since this could result in a 
biased error if many isoallergens of one protein were included and only one of 
another. 

 
The in-house repository for amino acid sequences, selected to have the lowest possible 
probability of being associated with allergy (non-allergen sequences) was established by 
searching the SWall database. This is a comprehensive protein sequence database that 
combines the high quality of annotation in SWISS-PROT with the completeness of the 
weekly updated translation of all protein coding sequences from the EMBL nucleotide 
sequence database 61. The search engine used was the Sequence Retrieval System (SRS), 
which can be found on the ExPASy (Expert Protein Analysis System) proteomics server of 
the Swiss Institute of Bioinformatics (SIB) 62. 

The search resulted in almost 3000 sequences obtained from the following organisms: 
Lycopersicon (tomato), Malus (apple or crab apple), Prunus (almond, apricot, cherry, 
nectarine, peach, or plum), Spinacia oleracea (spinach), Daucus carota (carrot), egg from 
Gallus gallus (chicken), milk from Bos Taurus (cow) and Salmo salar (salmon). The reason 
for using proteins from these organisms as representatives for non-allergenic sequences was 
that these organisms have all been investigated for allergens, and are all reported to contain 
allergenic proteins. Organisms without documentation of allergenic proteins were not used, 
since absence of such information could reflect poor knowledge in terms of allergy. 

 
The search criteria for the non-allergens were as follows: 
For the plant proteins: 

• Organism: Lycopersicon, Malus, Prunus, Spinaccia oleracea or Daucus carota. 
• NOT sequence: length 0:50. Shorter amino acid sequences than 50 residues were not 

considered useful for this project. 
• NOT all text: allergy, atopy or allergen.  
• NOT all text: chitinase, thaumatin, “bet v 1”, germin, vicilin, legumin, Kunitz, 

“papain-like cysteine protease”, profilin, “lipid transfer protein” or “lipid-transfer 
protein”. All these terms are frequently associated with allergy in known allergenic 
foods. Proteins related with these terms were excluded, since there is a considerable 
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risk that they have not yet been investigated in terms of allergy. 
 
For the cow’s milk proteins: 

• Organism: Bos Taurus. 
• NOT sequence: length 0:50. 
• NOT all text: allergy, atopy or allergen. 
• AND all text: milk, casein, lactalbumin, lactoferrin, proteose-peptone, lactoperoxidase 

or “xanthine dehydrogenase”. These terms were used in the search since simply 
searching on the word ‘milk’ resulted in too few hits and these proteins are common in 
cow’s milk. 

 
For the hen’s egg proteins: 

• Organism: Gallus gallus. 
• NOT sequence: length 0:50. 
• NOT all text: allergy, atopy or allergen. 
• AND all text: egg. 

 
For the salmon proteins: 

• Organism: Salmo salar. 
• NOT sequence: length 0:50. 
• NOT all text: allergy, atopy or allergen. 

 
Many of the almost 3000 proteins share a high degree of homology and for computational 
reasons it was not feasible to use such a large negative (non-allergen) data set. Non-allergenic 
represents were chosen by multiple alignment on each organism set with the exceptions for 
hen’s egg and cow’s milk proteins, since these datasets already were quite small; and the 
tomato and prunus protein sets as these firstly had to be divided in smaller datasets. The total 
negative protein set used in this project contained 1007 potential non-allergenic amino acid 
sequences; 100 from apple, 75 from carrot, 185 from peach, cherry or apricot, 105 from 
spinach, 380 from tomato, 105 from salmon, 46 from cow’s milk and 11 from hen’s egg. 
 
 

3.4. Feature Representation 
 
Since the different classifying methods used in this project need input vectors with the same 
amount of variables, the representation of the sequences is of great importance. Amino acid 
sequences are typically represented as character strings where each character corresponds to 
one specific amino acid residue. In classification procedures, however, it is more practical to 
use numerical presentation; therefore the character strings must in some way be converted to 
numerical vectors. 

In previous studies at the Division of Toxicology at the Swedish National Food 
Administration 63, different ways to represent amino acid sequences as numerical vectors have 
been investigated. The two most successful methods from that report, which also are the 
methods used in this project, will be explained in the following section. 
 
 



 
 

25 
 
  
 

3.4.1. Physico-chemical properties of amino acids 
 
The format of representing amino acids based on their physico-chemical properties was first 
reported by Sandberg et al 64. Each amino acid is represented by five vectors, also referred to 
as ‘principal properties’. To construct these numerical vectors, all possible physical, chemical 
or structural properties that characterize an amino acid were assembled into a data set. 
Dimension reduction on the dataset was performed with PCA in order to establish the most 
important features and the five most significant features were selected. The three most 
important features corresponded to molecular weight, hydrophobicity and pI (isoelectric 
point), whereas the additional two values were linear combinations of several features. 

Venkatarajan and Braun 65 performed a similar approach when they derived new 
quantitative descriptors based on multidimensional scaling of 237 physical-chemical 
properties. The properties that correlate well with the five major components are 
hydrophobicity, size and preference for amino acids to occur in α-helices, number of 
degenerate triplet codons and the frequency of occurrence of amino acids in β-strands. Hence, 
a vector of five components represents each amino acid and a protein consisting of N amino 
acids will therefore be represented by a vector of size 5 x  N. Since each protein can have 
different lengths (different values of N), this conversion of alphabetical sequences into a 
numerical representation does not solve the problem of the protein length variation. In section 
3.4.1.2 one approach that was used to solve this problem is described.  

These new descriptors were used in this project for numerical sequence representation. 
Zorzet 63 has earlier shown, although with the ‘principal properties’ presented by Sandberg et 
al., that this physical-chemical representation is not suitable for food allergen prediction. For 
that reason these new descriptors were instead used for clustering allergens in order to find 
major groupings, with the purpose of finding template allergens to which the rest of the 
sequences were aligned. This is further discussed in section 3.4.2.1.3. 

 
 
3.4.1.2. Local mean 
 
One way to reduce the sequences to the same length is to divide each sequence n times, and 
then do summations of the different principal properties for each part of the sequence, giving 
5xn values for each sequence. This method has been shown to be able to discriminate between 

actins and transmembrane proteins 63. If n for example would be four, all sequences would be 
divided in four and the five major components, discussed in the section above, are summed 

Figure 10. The six sequences of different size are divided into four segments. Within each segment the five 
properties for each amino acid are summed and then divided by the amount of amino acids in each 
segment. 
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for each amino acid in respectively part (figure 10). These sums are then divided by the 
amount of amino acids in each part and as a result each sequence will be represented by a 5x4 
vector. Since the summations are done for each part of the sequence separately, this approach 
has potential to capture significant characteristics of the different parts of a protein. 
 
 
3.4.2. Alignment  
 
There are two major methods for performing local pair-wise sequence alignment: BLAST 66 
and FASTA 67. Since FASTA is the method recommended by FAO/WHO the program used 
for this project was FASTA3 68. The idea is to align one or more allergen sequences (template 
or prototype sequences) against all the other sequences (both allergen and non allergen) and 
accordingly create a spectrum of sequence similarities to the template sequences. The idea is 
that this spectrum should differ if the sequence in question is an allergen or a non-allergen. 
Each alignment between two sequences results in five output features that describe the 
alignment: 

 
• Smith-Waterman (alignment) score  
• Alignment length 
• Percent identity  
• The lengths of the two compared proteins 
 

The features used in this project were alignment score and alignment length in view of results 
reported by Zorzet et al. 4 showing that these features provided the best classification result 
for food allergy proteins. Two different kind of feature vectors were evaluated in this project 
in terms of allergen classification: 

 
1. Alignment score and alignment length merged into a feature vector. 
2. Combined alignments scores from two different substitution matrices merged into a 

feature vector. 
 
A test was also performed where all training and test sequences were divided into three 
equally long segments and then aligned against the prototype set. Thus, for each sequence 
there will be three different alignment scores and lengths resulting in totally six features. The 
alignment tool used in this project (FASTA) only returned the best local alignment between 
two sequences, but if each training and test sequence were divided into three segments, there 
would be three local alignments; the best alignment from each segment. The purpose with the 
test was to increase the resolution between allergens and non-allergens in order to detect those 
allergens that had been hard to distinguish from non-allergens using the two above stated 
feature vectors.  
 
 
3.4.2.1. Choice of parameters 
 
In order to obtain the best features for a classifier, numerous tests were performed, each with 
a unique set of parameters. The most tested parameter was the substitution matrix in order to 
find the matrix most suitable for the problem. Gap penalties were also tested: default and very 
high penalties. Another parameter of the FASTA3 program is ktup (word size). This 
parameter regulates search speed and selectivity. For protein comparisons, ktup = 2 by 
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default, which means that the program overlooks any sequence alignment that does not 
involve matching of two neighbouring identical residues in both sequences. This parameter 
was, however, always set to the default value. While a smaller ktup value increases sensitivity 
(more sequence matches will be considered in the alignment process), it also makes the search 
much slower. Larger ktup values may also be used, but the chance of missing related 
sequences increases dramatically. 
 
 
3.4.2.1.1. Substitution matrices 
 
As mentioned in 2.3.1.4 the most commonly used matrices are variants of BLOSUM and 
PAM. Several other substitution matrices are, however, available of which some are built on 
evolutionary premises while others have been created through other criteria. Besides the 
Protein Identity matrix and different BLOSUM and PAM matrices that are included in the 
FASTA3 program, 83 different substitution matrices were downloaded from GenomeNet 69 
and some transmembrane matrices (PHAT) 70 were downloaded from the Fred Hutchinson 
Cancer Research Center 71. Since alignments are quite time demanding about 25 matrices 
were tested using the same data sets, and the best were further investigated. Some matrices 
initially tested were transmembrane matrices (PHATs), a substitution matrix from an artificial 
neural network model 72 and amino acid similarity matrices based on force fields 73. The five 
more thoroughly tested matrices were BLOSUM50, BLOSUM80, the Protein Identity matrix, 
PHAT_T75_B73 and MDM20. MDMs (Mutation Data Matrices) are modern PAM matrices 
created by Jones et al 74.   

Apart from the 20 characters that represent each of the amino acids there are three other 
characters that can appear in the amino acid sequences. The letter X, indicating any amino 
acid, the letter B, meaning either aspargine or aspartic acid and the letter Z that stands for 
glutamine or glutamic acid. Not all substitution matrices have values stored for these 
characters. If FASTA3 is run with such a substitution matrix, an error will occur whenever a 
sequence containing any of these characters is to be aligned, causing termination of the 
program. Therefore these matrix values must be incorporated in some way, e.g. by using 
default values from BLOSUM matrices. It should be stated that the mathematical errors that 
this will lead to could probably be regarded as negligible since these characters are not 
common in the amino acid sequences used in this project.  
 
 
3.4.2.1.2. Gap penalties 
 
A explained in section 2.3.1.1. gap penalties have been introduced in order to force the 
algorithm to find long stretches of high-scoring alignments. Gap penalties have not been 
referred to in the FAO/WHO recommendation for the identification of homologue sequences. 
In this project alignment tests have been performed with both default gap penalties, which in 
FASTA3 is -12/-2 for gap opening penalty/gap extension penalty, as well as very high 
penalties i.e. a high negative number (-106/-106). The idea to use high gap penalties was to be 
able to detect short ungapped stretches instead of long gapped stretches. Since allergens are 
diverse proteins the aim was to detect allergens that differed much from other allergens, by 
finding short motifs important for allergenicity. 
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3.4.2.1.3. Prototype set selection 
 
Although not an actual alignment parameter, the technique to define a representative 
prototype set, to which the allergen and non-allergen training and test sets are aligned, could 
be an important procedure. The idea is to have a diverse prototype set so that all different 
possible allergen families are covered.  

As discussed earlier the numerical representation based on physico-chemical properties of 
amino acids were only used for clustering purposes and the idea is to use one example from 
each cluster as a prototype sequence. It is therefore important to have the right amount of 
clusters and with hierarchical clustering (section 2.3.2.2.1) it is possible to force the algorithm 
to create the desired amount of clusters. 

In addition to the aforementioned method, the multiple alignment algorithm CLUSTALX 
(section 2.3.1.5) can also be used as a method to find clusters, among which suitable allergen 
sequences could be chosen as prototype sequences. The output from CLUSTALX can be 
graphically viewed in different Phylogenetic Tree programs and in this project a program 
called NJPLOT was used, which is included in the CLUSTALX package. With NJPLOT a 
phylogenetic tree can be drawn in which groupings can be detected. In a phylogenetic tree all 
sequences start as individual branches and are then successively grouped until they all 
together form the root. Examples are then randomly picked from each sub-branch on a 
suitable tree level, i.e. the level where the amount of groups equals the number of user-
specified prototypes. 

The amount of allergens included in the prototype set may also influence classification 
performance. If only one allergen sequence would be used to represent all possible allergens, 
there would be no diversity and thus impossible to discriminate between allergens and non-
allergens. The other extreme case scenario would be to use almost all allergen sequences as 
prototypes. In this situation, however, there would be too few sequences left to build and 
evaluate a classifier. Initial experiments therefore included tests with various numbers of 
sequences in the prototype set.  
 
 

3.5. Classifier bias 
 
Random error is a non-systematic error that is beyond our control, though its effects average 
out over a set of performed tests. In contrast, bias, or systematic error, favours a particular 
result. A process is biased if it systematically overstates or understates the true value of the 
test. In the alignment procedure, which results in the features used for classification, there will 
be three different sequence sets: a prototype set (only allergens), a training set (both allergens 
and non-allergens) and a test set (both allergens and non-allergens). When building a 
classifier for allergen prediction it is important to maintain its performance upon classification 
of new data (sequences). For this reason the test set should be a sample of all possible existing 
allergens. Hence, the test set is chosen randomly from the total allergen sequence “pool”. The 
remaining allergen sequences are then clustered in order to find candidate sequences used as 
prototypes and the others form the positive training set. If the total allergen set were used to 
find suitable allergen prototype sequences (before the exclusion of test sequences), the test 
sequences would only be a sample of the remaining sequences. Thus, a systematic error 
would be introduced, since the test set is not a sample of the total allergen set. 
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3.6. Supervised classification algorithms 
 
There are numerous different learning algorithms for classification purposes and the methods 
handled in this section are two parametric Bayesian Gaussian classifiers with different shapes 
of the decision boundary and the non-parametric kNN-classifier. All these classification 
systems are based on a two-step process. The first stage is a learning process where the 
algorithms uses training samples with of class belonging so called supervised learning. With 
these training samples the algorithms can create a classifier aimed to discriminate between 
different categories (classes). This classifier’s performance can then be tested with other 
samples, also of known class belonging. Each test sample is classified and the class prediction 
is compared to the tests real class belonging. For further reading on different classification 
systems see Bishop 1995 53. 
  
 
3.6.1. Bayesian Gaussian Classifiers 
 
Traditionally, classifier construction methods are based on approximation of the class-
conditional probabilistic density functions (PDFs). Each PDF expresses the frequency of 
occurrence of samples in the feature space. Therefore, an unknown sample is basically 
assigned to a class with the highest value of the PDF. Such a method is referred to as a 
Bayesian classifier. Bayesian analysis based on precise mathematics to find the optimal 
solution requires complete knowledge of class population statistics, a definition of priors and 
also the data independent probabilities for the classes themselves. Bayes rule gives us the 
posterior probability: 

( ) ( ) ( )
( )xp
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xcP ii

i
|

| =  

P(ci) is the prior of class i, p(x|ci) is the likelihood of class i and p(x) is the unconditional 
density and just a normalization factor to make sure that the posterior probabilities sum up to 
unity. The prior is the relative probability for each class among the population and the 
likelihood is the probability, given the specified model and class, of observing the data x. The 
classification rule is then to predict the class belonging for a new example to the class ci, 
which has the highest posterior probability P(ci|x). In practise the data sets used for 
classification are finite and often too small to reliably estimate all the probabilities and 
statistics needed. Hence, to be able to use Bayes theorem, simplifications of the problem must 
be carried out and one generally applied assumption is that the data sets belonging to different 
classes are normally (Gaussian) distributed. A Bayesian classifier with this feature is called a 
Gaussian classifier. Gaussian classifier are parametric, which means that a given form for the 
probability density function p(x|ci)  is assumed (i.e. Gaussian) and the parameters of the 
function (i.e. mean and variance) are optimised by fitting the model to the data set. 
 
 
3.6.1.1. Linear Gaussian Classifier 
 
In the 2-dimensional case, a simple two-class separation problem can easily be visualised, and 
then solved by drawing a straight line between the examples from the two classes (figure 11). 
The line that separates the classes is often referred to as a decision boundary. In a 
multidimensional two-class problem, the decision boundary that optimally divides the two 
classes is a hyperplane. If the two classes are fully separable then the decision boundary will 
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try to maximise the margin width between the classes and in the non-separable case, it will be 
the hyperplane that minimises the overlap. 
As discussed in the section above a linear Gaussian classifier assumes that the data in each 
class follows a Gaussian distribution i.e. 
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(Data x has patterns as rows and features as columns.) 
Where µi is the mean vector for ci and can be estimated as: 
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C is the combined covariance matrix for the two different classes estimated as: 
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(The rationale of division with 2 in the estimation of C is that I have assumed the same a 
priori probability for the two classes. Although there are far more non-allergenic proteins than 
there are allergenic the a priori probabilities for the two classes are unknown.)   
The decision boundary between the two different classes can be written as: 
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Thus, the classifier is a linear combiner with weight vector w and bias b. 
 
 
3.6.1.2. Quadratic Gaussian Classifier 
 
The quadratic Gaussian classifier also assumes multivariate normal distributions for each 
category, and that is why it is very similar to the linear classifier. The difference is that the 
classes are allowed to have different covariance matrices Ci, leading to that the decision 
boundary between two Gaussian distributed classes is a quadratic surface (ellipsoid, 
hyperboloid, or paraboloid). 
(Data x has patterns as rows and features as columns.) 
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where Ci the covariance matrix for respectively class estimated as: 
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The decision boundary between the two different classes can be written as: 
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3.6.2. k-nearest neighbours (kNN) 

 
This is a method based on the distance 
between objects in a space of dimension 
equal to the number of variables explored. 
kNN is a non-parametric method, i.e. no 
functional form for the density function is 
assumed, and the density estimates is 
driven entirely by the data. The class, to 
which a test sample is assigned, depends 
on the class belonging of the majority of 
training samples closest to it. Only the k 
closest neighbours are used to make the 
class assignment. The classification rule 
can be unanimous, meaning that all k 
neighbours must belong to the same class 
in order to classify, but the most 
commonly used method is to take a 
majority decision among the k neighbours 
(figure 12).  The distance between two 
points, x and y, is in this project measured 

Figure 12. Example of how a new test sample, the 
star ‘*’, is classified with kNN. Here k=13, which 
means that the 13 nearest neighbours, i.e. the data 
points enclosed by the circle, will be used to classify 
the test point. In this case a majority rule would 
predict the test sample to belong to the class of 
crosses ‘+’.   

Figure 11. An example of how decision boundaries can look like in a 2D space: 
a) Linear classifier 
b) Quadratic classifier  
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as the Euclidean distance defined as: 
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and Mahalanobis distance as: 
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,  
A kNN classifier using Mahalanobis distance is first fed with training data in order to learn 
the algorithm to discriminate between two classes. C is then estimated for each class: 

 ( ) ( )i
T

i
i

i yxyx
N

C −−
−

=
1

1
  i = 1,2 

This means that the Mahalanobis distance to a test point depends on which class the training 
point belongs to.  
 
 

3.7. Validation and statistical evaluation of classifiers 
 
All classifying methods need to be validated in order to make the user confident that the 
results do not appear by chance. A common method is simply to perform tests a number of 
times and make a preliminary judgement based on the average value and its variation. In 
many cases the amount of test data available is small and then some type of cross-validation 
can be very useful and this method will be described in this section. When the problem is of a 
yes or no nature (allergen or non-allergen in this project), a method called ROC (Receiver 
Operating Characteristic) analysis is preferred. A ROC curve is a graphical representation of 
the trade off between the false negative and false positive rates for every possible cut off. This 
technique will be described in detail in section 3.7.4.1. 
 
 
3.7.1. Holdout validation  
 
The holdout method is the simplest kind of classifier validation. The data set is separated into 
two sets, called the training set and the testing set. The classifier is trained with the training 
set only and after this learning process it is asked to predict the output values for the data in 
the testing set. However, this evaluation can have a high variance. The evaluation may depend 
heavily on which data points end up in the training set and which end up in the test set, and 
thus the evaluation may be significantly different depending on how the division is made. 
 
  
3.7.2. k-fold cross-validation 
 
In k-fold cross validation the data set is divided into k subsets, and the holdout method is 
repeated k times. Each time, one of the k subsets is used as the test set and the other k-1 
subsets are put together to form a training set. Then the average error across all k trials is 
computed. The advantage of this method is that it matters less how the data gets divided. 
Every data point gets to be in a test set exactly once, and gets to be in a training set k-1 times. 
The disadvantage of this method is that the training algorithm has to be rerun from scratch k 
times, which means it takes k times as much computation to make an evaluation as compared 
to one holdout test. If k-fold cross validation is taken to its logical extreme, with k equal to N, 
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Figure 13. A simulated test where the horizontal axle shows 
the different discrete values that a sample can get. The vertical 
axle shows how many of the samples that shares a specific test 
value. As can be seen samples from diseased tissues tend to 
have lower test values than from non-diseased. 

the number of data points in the set, the method is called leave-one-out cross-validation. This 
means that N separate times, the classifier is trained on all the data except for one point and a 
prediction is made for that point. Neither k-fold nor leave-one out cross-validation was used in 
this project but a similar approach was used discussed in next section. For further reading on 
cross validation see Bishop 1995 53. 
 
 
3.7.3. Randomly selected holdout 
 
A variant of the k-fold cross validation method is to randomly divide the data into a test and 
training set k times i.e. k different holdout tests. By performing numerous holdout tests (in this 
project 200), a mean value of the classification result as well as the variance of the method 
can then easily be obtained for the different classifiers. In each holdout test the classification 
system is built by randomly excluding a fix amount of allergenic sequences for test whereas 
the remaining allergenic sequences will be divided into prototype and training sequences as 
mentioned in section 3.5. The sizes of the test set, prototype set and training set are fixed for 
all holdout tests. The advantage of doing this compared to k-fold cross validation is that the 
user can independently choose the size of each test set and the number of trials, k, that should 
be averaged (if k is specified in k-fold cross validation, the size of the test set will be fixed as 
well). Since the test sets are randomly chosen, the drawback with this method is that test sets 
will overlap between different holdout tests. But this error should gradually diminish with 
increasing numbers of test procedures, k.  
 
 
3.7.4. Sensitivity vs. specificity 
 
When evaluating the accuracy of a 
diagnostic test, the two key 
parameters are the measures 
specificity and sensitivity. In 
consideration of a diagnostic test 
where the outcome of a test sample 
is either diseased or non-diseased, 
then specificity is the term for the 
fraction of samples that correctly 
gave negative results. The term 
sensitivity on the other hand 
describes the fraction of test samples 
that truly are diseased and also gave 
a positive test result. It is easy to 
understand that there is a trade off 
between the two measures. A test 
with 100% sensitivity i.e. all 
diseased samples give positive test 
results, will automatically lead to an increased risk that more of the non-diseased samples will 
give false positive results. The measure specificity will therefore decrease with increased 
sensitivity and conversely. The term sensitivity will in this project refer to the amount of 
correctly classified allergens divided with the total amount of allergens whereas specificity is 
the number of correctly classified non-allergens divided with the total number of non-



 
 

34 
 
  
 

allergens. When translating the information from the test samples into a yes or no answer 
threshold values are needed to separate diseased samples from non-diseased samples. As in 
the example above the threshold value would be designed so that the sensitivity reaches 
100%. In the ideal diagnostic test the probability distributions for the features indicating 
positive or negative test result do not overlap at all. The threshold value is then chosen in 
between of these two distributions, which would result in 100% sensitivity and 100% 
specificity, i.e. no erroneous classification will be made. In reality the two probability 
distributions are rarely totally separated and any threshold value will necessarily lead to 
misclassification, although at low percentage under satisfactory premises. A high threshold 
value will increase the specificity but it will also decrease the number of false negatives, i.e. 
the sensitivity will decrease. Conversely a low threshold value will increase the sensitivity but 
decrease the specificity of the test. As an example, a simulated data set for diseased 
respectively non-diseased tissue is shown in figure 13. For two randomly chosen threshold 
values the sensitivity and specificity can both be calculated, results shown in table 1.  
 

 
 
3.7.4.1. Receiver operating characteristic (ROC) curves 
 
A ROC curve is generated by plotting 
sensitivity (true positive fraction) on the 
y-axis as a function of [1-specificity] 
(false positive fraction) on the x-axis for a 
visual analysis of the trade offs between 
the sensitivity and the specificity of a 
diagnostic test. The y-axis can also be 
regarded as the probability of allergen 
detection (PD) and the x-axis as the 
probability of false alarms (PFA) 
(classification of a non-allergen as an 
allergen). For every chosen threshold 
value a new data point will be generated 
into the ROC curve. There are two extreme cases scenarios. If the threshold value is high 
enough all samples will give negative results, which will lead to a true positive fraction value 
(TPF) of 0 and a false positive fraction (FPF) of 0, i.e. a point at origin in the ROC graph. On 
the other hand, for low threshold values all samples will be classified as diseased, resulting in 
a point in the upper right of the ROC graph where FPF = TPF = 1. For the ideal diagnostic 
test a ROC curve would be a square covering the entire graph and in the worst-case scenario, 
when the two probability distributions totally overlaps, the ROC curve would be a straight 

Threshold value 1     Threshold value 2   
  Diseased Non-diseased   Diseased Non-diseased 
Positive test 94 22 Positive test 85 5 
Negative test 1 38 Negative test 7 55 
Total 95 60 Total 95 60 
          
Specificity 0,989474   Specificity 0,894736842   
Sensitivity 0,633333   Sensitivity 0,916666667   

Figure 14. The chart shows how the different terms 
necessary for generating a ROC curve is calculated. 
TP=number of examinations with true positive findings, 
FP=false positive findings, TN=true negative findings, 
FN=false negative findings. 

TNFP
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Table 1. The specificity and sensitivity calculated for fig. x according to the chosen threshold values. 
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line from the origin to the upper right corner. A comparison between ROC curves for different 
classifiers requires that the data samples come from the same source. In this project the all 
tested classification methods were set against each other using the same data sets.  
The classical way of demonstrating a classifiers performance is to present the error rate e 
defined as: ( ) ( )2211 || cepPcepPe += .  

P1 and P2 are the priors for 
each class, i.e. the occurrence 
frequency of the two classes 
(allergen and non-allergen) 
among proteins and p(e|c1) 
along with p(e|c2) the 
probabilities for 
misclassification of a data 
object given its class 
belonging. The disadvantage 
with this method is that if one 
prior is larger than the other, 
e.g. the occurrence frequency 
of non-allergenic proteins is 
much higher than for 
allergenic proteins, the total 
error rate is dominated by 
one type of error and is 
therefore misleading. The 
strength with ROC curve analysis is that a total error rate is not calculated. Instead the two 
different errors (misclassification of allergens and non-allergens respectively) are handled 
separately but presented together graphically.  
 
 
3.7.4.1.1. ROC with Gaussian classifiers  
 
These two classifiers, mentioned in section 3.6.1, are based on Bayesian analysis where the 
minimum error decision is to choose class c1 when ( ) ( )xcpxcp || 21 > , or according to Bayes 
theorem ( ) ( ) ( ) ( )221111 || cPcxpcPcxp > . 

This can be rewritten as: ( ) θτ >x , where ( ) ( )
( )xp
xp

x
2

1=τ  is called the likelihood ratio and 

( )
( )1

2

cP
cP

=θ . 

The Neyman-Pearson (NP) decision rule is then used, which minimizes the probability of 
false alarm while keeping the probability of detection on a fixed level. The value of θ can be 
varied to obtain desired probability of detection and thus a ROC curve can be generated. 
 
 
3.7.4.1.2. Calculation of confidence limits 
 
A confidence interval gives an estimated range of values, which is likely to include an 
unknown population parameter, the estimated range being calculated from a given set of 
sample data. Confidence limits are the lower and upper boundaries of a confidence interval, 

Figure 15. A simulated example of the shape of a ROC curve 
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i.e. the values that define the range of a confidence interval. In this project, however, only the 
lower limit of detection, above which the classifier will perform in 95% of the cases, and the 
upper limit of false alarms that are calculated. For any given threshold value the detection rate 
and rate of false alarms are calculated respectively for each of the k (k=200) holdout tests. A 
histogram of all values of the detection rate is created and the lower limit above which the 
area of the histogram is 95% or more is the lower limit of detection rate. A histogram is a bar 
graph of a frequency distribution in which the widths of the bars are proportional to the 
classes into which the variable has been divided and the heights of the bars are proportional to 
the class frequencies. In a similar way the rate of false alarms can also be calculated. 
  
 
3.7.4.1.3. Validation of ROC curves. Classifier Characteristic curves (CC) 
 
When a classifier is cross validated the performance is usually given as the mean overall error 
rate of all tests within a specified confidence interval. In ROC analysis the error rate is 
divided into two separate error rates, which in this project refers to classification of an 
allergen as a non-allergen or the opposite. k holdout tests generate k ROC curves, which 
implies that for each threshold value there will be k different values of the detection rate and 
the rate of false alarm. The mean detection rate can easily be calculated but only the lower 
limit of the detection rate is interesting, i.e. the limit above which the classifier’s performance 
will be with a certain degree of confidence e.g. 95%. In a similar way, the upper limit for the  

rate of false alarm can also be calculated. For each threshold value these two limits are 
individually calculated each with 95% confidence. It must be stressed however; that this does 
not imply that the ROC curve generated using these limits will be the curve above which 95% 

Figure 16. A Classifier Characteristic (CC) curve, generated from simulated data, that shows the trade-off 
between the rate of allergen detection (PD) versus the rate of false alarms (PFA) after N tests. Besides the 
mean values of the two aforementioned measures (thick lines), the limits (with 95% confidence) showing the 
minimal rate of allergen detection and the maximal rate of false alarms respectively are displayed (dotted 
lines). The indices of the threshold values used to generate the curves are listed on the abscissa. 
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of confidence is contained.  
An alternative graphical representation of the trade off between sensitivity and specificity is 

to plot detection rate and rate of false alarms (figure 16) with percent on the y-axis and the 
threshold vector on the x-axis. For a fixed threshold value the upper limit for false alarms with 
95% confidence and the lower limit for detection with 95% confidence is given. This 
representation technique will in this project be called ’Classifier Characteristic’ curves (CC).  

 
 

3.8. Outlier analysis 
 

An important element in classification problems is the investigation of data that has been 
incorrectly classified, so-called outliers. In this project outlier analysis only includes obvious 
outliers i.e. allergens that never are correctly classified by the classifiers described here, as 
well as the non-allergenic sequences that are misclassified due to high sequence similarity 
with known allergens. The examination of non-allergen outliers is more thorough since they 
are potential new allergens that have been discovered. The rationale of misclassification of a 
reported allergenic amino acid sequence is due to the absence of sequence similarity to other 
known allergens. This suggests that the protein either is devoid of allergenic properties or that 
that its allergenic structure is unique or that similar allergens are yet to be discovered. Since 
all of the alternatives are hard to analyse without extensive laboratory efforts these sequences 
are only listed and not further analysed.  
 
 

3.9. Implementation 
 
Except for FASTA3 and ClustalX, algorithm development and computational exercises were 
performed in MATLAB with the aid of a Statistical Toolbox extension module whenever 
applicable (The MathWorks, Inc.). Most of the computer code has been written by myself and 
otherwise by Anna Zorzet and Mats Gustafsson. All computer calculations were performed on 
a PC (Pentium 4. 1,7 GHz. 512MB RAM). 
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4 Results 
 
4.1. Initial tests 
 
4.1.1. Low-dimensional Visualization of the Allergen Distribution 
 
Feature representation of protein sequences, with the use of physico-chemical properties of 
amino acids and the local mean method to obtain vectors of equal length, did not contain any 
discriminative characteristics for allergen prediction, using visualisation techniques. When 
allergen and non-allergen sequences were visualized with PCA in two dimensions (figure 17), 
no difference between the two classes was disclosed. Several tests were performed with 
different values of n in the local mean algorithm, which is the parameter that specifies the 
number of segments that a sequence should be divided in (section 3.4.1.2). All sequences 
were also clustered using hierarchical clustering to enable detection of allergen assemblies 
within the total sequence set. The results did not, however, show such groupings. Again, 
several values of n were tested, as well as different amount of clusters but as shown in figure 
18, no allergen-specific clusters could be found.     

 

 

Figure 17. PCA plots in two dimensions of all amino acid sequences. The blue points represent 
allergens and the red non-allergens. Different values of ‘n’ in the local mean method was used. 
a) n=3   b) n=5   c) n=10   d) n=20 
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4.1.2. Prototype set selection  
 
The representation technique using physico-chemical properties of amino acids and the local 
mean method was tested to pick out allergen representatives (prototypes) from the total 
allergen modelling set (test set already excluded), in order to form the prototype set. 

Multiple alignment, run with ClustalW, was an alternative method to find the best allergen 
prototypes and in comparison with the former procedure, the classification results were 
slightly improved (data not shown). This procedure, however, demanded far more 
computational time and proved difficult to automate. In view of this fact the former method 
was preferred for prototype selection in subsequent analysis. 

A few tests were also performed with different sizes on the prototype set and it showed that 
a larger set (<100 sequences) seemed preferable (data not shown). Since there were only 318 
allergenic protein sequences in this project and the classifiers need training sequences as well 
as test sequences, an upper limit of the prototype size was set to 120.  
 
 

Figure 18. Plots showing the results from the hierarchical clustering tests. On the x-axis the different 
clusters are listed and on the y-axis how many sequences there are in each cluster. The blue-filled 
bars represent allergens whereas the white bars represent non-allergens. Different values of ’n’ in 
the local mean method was tried as well as the amount of clusters ‘N’. 
a) N=100, n=5 
b) N=20, n=3 
c) N=50, n=10 
d) N=10, n=3 
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4.1.3. Parameter tuning for pairwise local alignment 
 

The alignment output parameters used for feature representation were as outline in section 
3.4.2. Smith-Waterman score and alignment length. Numerous tests were performed with 
different substitution matrices and with either extremely high or default gap penalties using 
the same data sets. The vast majority of the tested matrices proved useless in allergen 
prediction using local alignment, as revealed by the respective plots showing poor distinction 
between the two functionally defined sequence classes (data not shown). The plots in figure 
19, on the other hand, show much better separation between the two different classes and the 
substitution matrices used in these tests were further investigated. Even in the best plots, 
however, many allergens were hard to distinguish from non-allergens and therefore tests were 
performed in which all sequences, but the prototype sequences, were divided into three parts 
and then aligned against the prototype set (section 3.4.2). The plot in figure 20 shows the 
allergen and non-allergen sequences that initially were found reluctant to separation from 
each other, now after division into three parts. The alignment score for each part of the 
allergen builds up the three-dimensional room but as revealed by the plot, neither did this 
method increase the separability between allergens and non-allergens.   
 

 

 

Figure 19. Alignment plots showing the results after one holdout test. The x-axes represent alignment score 
and the y-axes alignment length. All for plots have been generated using high gap penalties ( -106/-106). 
a) PHAT_T75_B73 substitution matrix 
b) MDM20 substitution matrix 
c) BLOSUM80 substitution matrix 
d) BLOSUM50 substitution matrix 
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4.2. Classification and validation 
 
Empirical tests based on holdout cross validation (200 different tests) were performed 
according to table 2 and 3 respectively. The classification results using the same classifier but 
with different parameters are presented as ROC curves for comparison reasons. The results 
generated from best parameter settings for each classifier (kNN, linear Gauss and quadratic 
Gauss) are also shown as CC curves and in the form of a table.  
 
 
4.2.1. Single substitution matrix as feature vector generator 
 
For each classifier/feature vector, listed in table 2, a 95 % confidence lower limit for the 
detection rate (sensitivity) as well as an upper limit for the rate of false alarms (1-specificity) 
have been calculated from the 200 tests. In order to visualize which substitution matrix yields 
the best classification result, the ROC curves, each associated with a unique matrix, are 
included in the same plot for each classifier. All ROC-curves in figures 21-23 are generated 
using alignment score and alignment length merged into a feature vector. As explained in 
section 3.7.3.1.2, each of the two probability limits (detection and false alarm) is individually 
calculated with 95% confidence. This degree of confidence is not obtained if the two 

Figure 20. The plot shows the allergen (blue points) and non-allergen sequences (red plus 
signs) that originally had been hard to separate from each other, after they have been divided 
into three parts. The alignment score for each part of the allergen builds up the three-
dimensional room. 
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measures are combined i.e. the curves in figures 21-27 do not show the ROC curves above 
which 95% confidence is achieved. Instead these plots are shown for comparison reasons 
between different parameter settings. Tests were also performed with different values of the 
number of neighbours k as well as the choice of distance measure (Euclidean or Mahalanobis) 
in the kNN algorithm (figure 24).  
 

  LG QG kNN(E) kNN(E) kNN(E) kNN(E) kNN(E) kNN(M) 
Substitution Matrix     k=1 k=3 k=5 k=7 k=9 k=9 
BLOSUM50 def x x x x x x x x 
BLOSUM50 high x x     x   
BLOSUM80 def x x     x x 
BLOSUM80 high x x    x x   
Protein Identity def x x     x   
Protein Identity high x x     x   
PHAT_T75_B73 def x x     x   
PHAT_T75_B73 high x x     x   
MDM20 def x x     x   
MDM20  high x x         x   

 
 

Table 2. The combinations of feature vector and classifying algorithm that has been performed are 
marked with an ‘x’. Each feature vector consists of the alignment score and alignment length obtained 
after the local alignment procedure using the substitution matrix and gap penalty setting listed under 
‘Substitution Matrix’. Default gap penalties -2/-12 are noted with ‘def’ and high gap penalties -106/-106

as ’high’. 
LG stands for linear Gaussian classifier, QG for quadratic Gaussian classifier, kNN(E) for k nearest 
neighbour using Euclidean distance and kNN(M) using Mahalanobis distance. 
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Figure 21. ROC-curves (minimal probability of detection and maximum probability 
of false alarms, each with 95 % confidence) showing the classification performance 
for the linear Gaussian classifier in combination with a feature vector consisting of 
the alignment score and the alignment length. Each curve represent the substitution 
matrix used in the local alignment procedure. 
a) Alignment procedure performed with default gap penalty settings (-2/-12).  
b) Alignment procedure performed with high gap penalty settings (-106/-106). 
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Figure 22. ROC-curves (minimal probability of detection and maximum probability of 
false alarms, each with 95 % confidence) showing the classification performance for the 
quadratic Gaussian classifier in combination with a feature vector consisting of the 
alignment score and the alignment length. Each curve represent the substitution matrix 
used in the local alignment procedure. 
a) Alignment procedure performed with default gap penalty settings (-2/-12).  
b) Alignment procedure performed with high gap penalty settings (-106/-106). 
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Figure 23. ROC-curves (minimal probability of detection and maximum probability of false 
alarms, each with 95 % confidence) showing the classification performance for the kNN 
classifier (k=9) in combination with a feature vector consisting of the alignment score and the 
alignment length. Each curve represent the substitution matrix used in the local alignment 
procedure. 
a) Alignment procedure performed with default gap penalty settings ( -2/-12).  
b) Alignment procedure performed with high gap penalty settings (-106/-106). 
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4.2.2. Combination of substitution matrices as feature vector 
generator 
 
For each classifier/feature vector listed in table 3 a 95% confidence lower limit for the 
detection rate (sensitivity) as well as an upper limit for the rate of false alarms (1-specificity) 
have been calculated from the 200 tests. All ROC-curves in figure 25-27 are generated using 
the combination of alignment scores from two different substitution matrices as a feature 
vector.  
 

Figure 24. ROC-curves (minimal probability of detection and maximum probability of false alarms, 
each with 95 % confidence) showing the classification performance for the kNN classifier, in 
combination with a feature vector consisting of the alignment score and the alignment length. 
a) Alignment procedure performed with BLOSUM50 matrix using default gap penalty settings (-2/-
12). Each curve represents the number of neighbours (k) in the kNN algorithm. 
b) Comparison of two different distant measures (Euclidean and Mahalanobis) in the kNN algorithm.
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  LG QG kNN(E) kNN(E) 
Substitution matrix combination     k=7 k=9 
BLOSUM50 def / BLOSUM80 def x x x x 
BLOSUM50 def / BLOSUM80 high x x    
BLOSUM50 def / Protein Identity def x x x x 
BLOSUM50 def / M20 def x x    
BLOSUM80 def / PHAT_T75_B73 def x x    
BLOSUM80 def / Protein Identity high x x    
BLOSUM80 def / Protein Identity def x x x x 
BLOSUM80 def / MDM20 high x x    
BLOSUM80 def / MDM20 def x x x x 

 

Table 3. The combinations of feature vector and classifying algorithm that has been 
performed are marked with an ‘x’. Each feature vector consists of the combined alignment 
scores obtained from two local alignment procedures using the different substitution 
matrices and gap penalty settings listed under ‘Substitution matrix combination’. Default 
gap penalties -2/-12 is noted as ‘def’ and high gap penalties -106/-106 as ’high’. 
LG stands for linear Gaussian classifier, QG for quadratic Gaussian classifier and, 
kNN(E) for k nearest neighbour using Euclidean distance. 
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Figure 25. ROC-curves (minimal probability of detection and maximum probability 
of false alarms, each with 95 % confidence) showing the classification performance 
for the linear Gaussian classifier in combination with a feature vector consisting of 
the combined alignment scores obtained from two local alignment procedures 
using different substitution matrices and gap penalty settings. Each curve represent 
the substitution matrices used in the two different local alignment procedures. 
a) Alignment procedure performed with default gap penalty settings (-2/-12).  
b) Alignment procedure performed with high gap penalty settings (-106/-106). 
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Figure 26. ROC-curves (minimal probability of detection and maximum probability of 
false alarms, each with 95 % confidence) showing the classification performance for the 
quadratic Gaussian classifier in combination with a feature vector consisting of the 
combined alignment scores obtained from two local alignment procedures using 
different substitution matrices and gap penalty settings. Each curve represent the 
substitution matrices used in the two different local alignment procedures. 
a) Alignment procedure performed with default gap penalty settings (-2/-12).  
b) Alignment procedure performed with high gap penalty settings (-106/-106). 
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Figure 27. ROC-curves (minimal probability of detection and maximum probability of 
false alarms, each with 95 % confidence) showing the classification performance for the 
kNN classifier in combination with a feature vector consisting of the combined alignment 
scores obtained from two local alignment procedures using different substitution matrices 
and gap penalty settings. Each curve represent the substitution matrices used in the two 
different local alignment procedures. 
a) Alignment procedure performed with default gap penalty settings (-2/-12).  
b) Alignment procedure performed with high gap penalty settings (-106/-106). 
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4.2.3. Best classification results 
 
The best results for each classifier algorithm are in this section presented as CC plots in which 
the mean curves for the rate of detection and false alarms curve also are included. Hence, 
these CC-plots illustrate the best classification systems from figure 21-27.  

• For kNN (k=9) (figure 30), the best feature vector proved to be based on alignment 
score and alignment length, using the BLOSUM50 substitution matrix with default 
gap penalty setting. 

• The best result for the linear Gaussian classifier, using a single substitution matrix 
(figure 28) and for the quadratic Gaussian classifier (figure 29) was achieved with 
similar feature vector as for the kNN, apart from that BLOSUM80 was used instead of 
BLOSUM50 in the alignment procedure.  

• The overall best classification result was obtained when using the linear Gaussian 
classifier in conjunction with a feature vector that combines the alignment score from 
BLOSUM80 with the alignment score from the protein identity matrix (figure 31).  

Neither kNN nor the quadratic Gaussian classifier showed better performance using a 
feature vector derived from the combination of two substitution matrices compared to a single 
substitution matrix. Selected parts of these classification performance results can also be 
viewed in table 4. Given the minimum rate of allergen detection (with 95% confidence), the 
maximum rate of false alarms is listed (with 95% confidence). The mean values for each 
abovementioned measure are also included in the table. 

 

Figure 28. A Classifier Characteristic (CC) curve, obtained using the linear Gaussian classifier in 
combination with a feature vector consisting of the alignment score and alignment length using 
BLOSUM80 substitution matrix with default gap penalties. The plot shows the trade-off between the rate 
of allergen detection versus the rate of false alarms after 200 holdout tests. Besides the mean values of the 
two aforementioned measures (thick lines), the limits (with 95% confidence) showing the minimal rate of 
allergen detection and the maximal rate of false alarms respectively are displayed (dotted lines). The 
indices of the threshold values used to generate the curves are listed on the abscissa.  
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Figure 29. A Classifier Characteristic (CC) curve, obtained using the quadratic Gaussian 
classifier in combination with a feature vector consisting of the alignment score and alignment 
length using BLOSUM80 substitution matrix with default gap penalties.  
 

Figure 30. A Classifier Characteristic (CC) curve, obtained using the kNN (k=9) classifier in 
combination with a feature vector consisting of the alignment score and alignment length using 
BLOSUM50 substitution matrix with default gap penalties. 
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Classifier 
Min PD 

95% conf (%) 
Max PFA 

95% conf (%) 
Mean PD 

(%) 
Mean PFA 

(%) 
Linear  66 13 73 8 
Gauss 70 22 78 13 
  76 40 83 24 
  80 52 87 34 
Quadratic 66 13 75 8 
Gauss  70 16 77 10 
  76 51 82 27 
  80 83 90 53 
kNN (k=9) 66 12 74 8 
  70 17 77 11 
  76 100 89 54 
  80 100 95 77 
Linear  66 10 74 6 
Gauss 70 11 77 8 
(Combined alignment 76 57 83 25 
 scores as feature vector) 80 95 91 56 

 

Figure 31. A Classifier Characteristic (CC) curve, obtained using the linear Gaussian classifier 
in combination with a feature vector consisting of the combined alignment scores from two 
different local alignment procedures: BLOSUM80 substitution matrix with default gap penalties 
and Protein Identity matrix with default gap penalties. 
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4.3. Results from outlier analysis 
 
The 28 allergenic amino acid sequences that almost consistently were incorrectly classified 
are listed in table 5. The 21 non-allergenic acid sequences that were often misclassified are 
listed in table 6.  
Allergen 
Outliers     
Protein name Protein function Organism 
D7_AEDAE Unknown Aedes aegypti (Yellowfever mosquito) 
APY_AEDAE ATP-diphosphatase Aedes aegypti (Yellowfever mosquito) 
O94095 Unknown Alternaria alternata (Alternaria rot 

fungus)  

ALA1_ALTAL 
Unknown Alternaria alternata (Alternaria rot 

fungus)  
MPA3_AMBEL Unknown Ambrosia artemisiifolia  (short ragweed) 
LECG_ARAHY Galactose-binding lectin  Arachis hypogaea (Peanut)  
AL15_ASPFU Belongs to the cerato-platanin family Aspergillus fumigatus (A mould)  
ALL4_ASPFU Unknown Aspergillus fumigatus (A mould)  
RNMG_ASPRE Restrictocin Aspergillus fumigatus (A mould)  
ALL2_ASPFU Belongs to thr PRA1 / ASP F 2 family Aspergillus fumigatus (A mould)  
ASP2_BLAGE Belongs to the peptidase family A1 Blattella germanica (German cockroach) 
PA2_BOMTE Phospholipase A2 Bombus terrestris (Bumblebee) 

ADH1_CANAL 
Belongs to the zinc-containing alcohol 
dehydrogenase family Candida albicans (Yeast)  

GLB3_CHITH 
Ovalbumin. Belongs to the globin 
family Chironomus thummi thummi (Midge)  

Q9UW00 Unknown Coprinus comatus (Shaggy mane)  
Q9UW01 Unknown Coprinus comatus (Shaggy mane)  
CTF1_CTEFE Salivary antigen  Ctenocephalides felis (Cat flea)  

Q9S896 Trypsin inhibitor  
Fagopyrum esculentum (Common 
buckwheat) 

FELA_FELCA Belongs to the uteroglobin family Felis silvestris catus (Cat)  
Q8WNR9 Cystatin Felis silvestris catus (Cat)  

IOVO_CHICK 
Ovomucoid. Belongs to the Kazal 
family Gallus gallus (Chicken)  

OVAL_CHICK Ovalbumin. Belongs to the serpin family Gallus gallus (Chicken)  
O93970 Peptidyl-prolyl cis-trans isomerase Malassezia furfur  (yeast) 
MLF1_MALFU Unknown Malassezia furfur  (yeast) 
ALL6_OLEEU Unknown Olea europaea (Common olive)  
Q9ZWJ2 Glyoxalase I Oryza sativa (Rice)  

CRPI_PERAM Larvar storage protein (By similarity) 
Periplaneta americana (American 
cockroach)  

Table 4. Table showing the maximal rate of false alarms (Max PFA with 95% confidence) given 
the desired minimal rate of allergen detection (Min PD with 95% confidence) for the four different 
classification systems illustrated in figures 28-31. The average values (Mean PD and Mean PFA) 
are also included in the table. 
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Q8L5K9 
Belongs to the protein serin/threonin 
kinase family Salsola kali (Russian thistle)  

 
 
 
Non-allergen 
Outliers  Allergen, to which the outlier is similar:  
Protein name Organism Protein name Organism Comment 

AAL69327 
 Gallus gallus 
(Chicken) LYC_CHICK 

Gallus gallus 
(Chicken) Identical sequence 

Q28049 
 Bos Taurus 
(Bovine) LCA_BOVIN 

Bos Taurus 
(Bovine) 

Q28049 is almost identical to a part of 
LCA_BOVIN in the allergen set. 

AAM22768 
 Prunus persica 
(Peach)  NLT1_PRUPE 

Prunus persica 
(Peach)  Almost identical. 

Q9M6R1  

 Malus 
domestica 
(Apple)  HS70_PENCI  

Penicillium 
citrinum  Heat shock 70 proteins. 

O22521  

 Prunus 
armeniaca 
(Apricot)  PRU1_PRUAV 

Prunus avium 
(Cherry)  

Almost identical sequences. 
Pathogenesis related proteins. 

BIP_SPIOL  

 Spinacia 
oleracea 
(Spinach)  Q9FSY7 

Corylus avellana 
(European hazel)  

Almost identical sequences.  
Heat shock 70 proteins. 

LYCN_BOVIN 
 Bos Taurus 
(Bovine) LYC_CHICK 

 Gallus gallus 
(Chicken) 

 Lysozyme C, 1,4-beta-N-
acetylmuramidase C proteins 

LYCT_BOVIN 
 Bos Taurus 
(Bovine) LYC_CHICK 

Gallus gallus 
(Chicken) 

 Lysozyme C, 1,4-beta-N-
acetylmuramidase C proteins 

LYC_BOVIN 
 Bos Taurus 
(Bovine) LYC_CHICK 

Gallus gallus 
(Chicken) 

 Lysozyme C, 1,4-beta-N-
acetylmuramidase C proteins 

D7A1_MALDO  

 Malus 
domestica 
(Apple)  DHAL_CLAHE  

Cladosporium 
herbarum  Aldehyde dehydrogenase 

PGLR_MALDO  

 Malus 
domestica 
(Apple)  MPA2_CRYJA  

Cryptomeria 
japonica (Japanese 
cedar)  Polygalacturonase 

PGLR_LYCES  

 Lycopersicon 
esculentum 
(Tomato)  MPA2_CRYJA  

Cryptomeria 
japonica (Japanese 
cedar)  Polygalacturonase 

HS70_DAUCA 
 Daucus carota 
(Carrot)  Q9FSY7 

Corylus avellana 
(European hazel)  Heat shock 70 proteins. 

Q9M6R1 

 Malus 
domestica 
(Apple)  Q9FSY7 

Corylus avellana 
(European hazel)  Heat shock 70 proteins. 

PGLR_PRUPE  
 Prunus persica 
(Peach)  Q9XG86  

Phleum pratense 
(Timothy)  Polygalacturonase 

Q944B1 
 Prunus persica 
(Peach)  E13B_ HEVBR  

Hevea brasiliensis 
(Para rubber tree)  Beta-1,3-glucanase proteins 

E13B_PRUPE  
 Prunus persica 
(Peach)  E13B_ HEVBR  

Hevea brasiliensis 
(Para rubber tree)  Beta-1,3-glucanase proteins 

Q43607 
 Prunus dulcis 
(Almond)  Q8W1C2 

Corylus avellana 
(European hazel)  11S globuline-like proteins 

Table 5. The 28 sequences from the in-house allergen database that were incorrectly classified as non-
allergens. 
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Q43608 
 Prunus dulcis 
(Almond)  Q8W1C2 

Corylus avellana 
(European hazel)  11S globuline-like proteins 

Q8LPB4 
 Daucus carota 
(Carrot)  Q8L5K9 

Salsola kali 
(Russian thistle)  

Belongs to the protein serin/threonin 
kinase family 

CAA38572  
 Bos Taurus 
(Bovine) TRFE_CHICK  

Gallus gallus 
(Chicken) Transferrin proteins 

 
 

Table 6. The 21 sequences from the in-house non-allergen database that were incorrectly classified as 
allergens are listed in the first column and the organism to which the protein belongs to, in the second 
column. Protein name and organism for the allergen to which the non-allergen showed most similarity are 
listed in column 3 and 4 respectively. In the last column there are comments about the two proteins, e.g. 
what kind of protein family they belong to. 
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5. Discussion 
 
One major error source in this project is the quality of the non-allergenic sequence repository. 
This problem is difficult to avoid since documentation in the context of hypersensitivity of a 
protein being non-allergenic is rare. As an example, the top listed presumed non-allergenic 
sequence in table 6 is identical with a well-known allergenic sequence i.e. it is the same 
protein but not documented as an allergen.   

Moreover, same distribution, in terms of which protein family a protein belongs to, of the 
amino acid sequences in the non-allergen and allergen data set, is desirable. There are many 
proteins in the allergen data set that belongs to the same protein family, e.g. profilins, but 
before large numbers of profilins are to be included in the non-allergen data set, these must be 
quality assured so that they do not have any allergenic properties.  

The overall best classification result was obtained with the linear Gaussian classifier in 
conjunction with a feature vector that combines the alignment score from BLOSUM80 with 
the alignment score from the protein identity matrix. To achieve an allergen detection rate of 
70%, the rate of false alarms was only 11% (table 4). 
 
  

5.1. Comparison of feature vectors 
 
Five different substitution matrices in combination with two different gap penalty settings 
were tested in order obtain the most suitable feature vector. The reason for using high gap 
penalties was to favour shorter ungapped regions, since these could contain linear epitopes 
that are necessary for allergic reactions. The best results, however, were obtained with modest 
(default) gap opening/extension penalties, which open for speculation on the occurrence of 
several neighbouring epitopes in the longer gapped aligned regions. BLOSUM80 in 
combination with default gap penalties proved to be the best substitution matrix to achieve the 
most suitable feature vectors for both the Gaussian classifiers (figure 21, 22, 28 and 29), when 
a single substitution matrix was used to generate the features. Moreover, for the linear 
Gaussian classifier, BLOSUM80 in combination with the protein identity matrix generated 
the overall best feature vector when the combined scores from two local alignment procedures 
was used (figure 25 and 31 and table 4). The comparison between different feature vectors is 
based on the allergen detection rate within reasonable limits of false alarms (<15%). 

Primarily, alignment score and alignment length, achieved from the local alignment 
procedure were used as feature vectors and, secondly, the combination of alignment scores 
from two different matrices. The alignment score and alignment length features are strongly 
correlated, which might suggest that one of them might be superfluous. It has earlier been 
shown, however, that the use of both features is justified since a single feature proved 
insufficient for optimal classification of food allergens in conjunction with the kNN algorithm 
4. Nevertheless, the preliminary results described in this project, using a feature vector that 
combines the alignment scores from two different substitution matrices, indicates a need for 
additional testing of combinations of scoring matrices and FASTA3 output data. 

 
 

5.2. Comparison of classifiers 
 
To obtain high allergen detection within reasonable limits of false alarms (<15%) the linear 
Gaussian classifier using combined alignment scores from different substitution matrices 
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proved most useful (figure 31 and table 4). Furthermore, the linear Gaussian classifier 
outperformed the quadratic Gaussian classifier in most cases with feature vectors consisting 
of combined alignment scores derived from two local alignment procedures using different 
substitution matrices (figure 25 and 26). When using feature vectors consisting of the 
alignment score and alignment length from a single local alignment procedure, however, the 
quadratic Gaussian classifier seemed to achieve better results (figure 21 and 22). 

The quadratic Gaussian classifier became very error-prone at higher detection rates (figure 
22, 26 and 29) whereas the k nearest neighbour classifier proved comparatively robust as it 
resisted a steep increase of false alarm numbers at excessively tuned settings rates (figure 23, 
27 and 30). The kNN algorithm, however, could not reach as high detection levels as the two 
Gaussian classifiers at a low level of false alarms. As can be seen from table 2 and 3, tests 
were mostly performed using the setting k=9, i.e. the number of neighbours to use in the kNN 
algorithm was set to 9. Preliminary results (figure 24 a) favoured this parameter setting, since 
higher allergen detection was obtained at low false alarms levels. This is also in line with the 
results reported for food allergen detection 4. The distance measure used in the kNN algorithm 
was primarily Euclidean since initial tests proved that this was more useful than Mahalanobis 
measure (figure 24 b). 
 
 

5.3. Variance due to small test sets 
 
A problem in statistical validation of classification systems that is usually ignored is the 
random variation obtained due to small test sets. 2

,TDσ , which is the variance caused by 
insufficient amount of data in both the design (training) set as well as the test set can be 
estimated as: 75 
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where 2
Dσ  is the variance obtained due to a small design set, NT is the number of test data and 

mD is the average performance for the classifier. If the amount of test data (NT) would be 
infinite then 22

, DTD σσ = , i.e. the variance measured from the tests would only be due to the 
design of the classification system. 

More specifically, the 95% confidence limits obtained and presented in this project do not 
only reflect variations due to small design sets but also variations due to the small size of the 
test sets. Therefore, although the performance curves presented are based on a proper 
statistical procedure, they should not be over-interpreted. 
 

 
5.4. Outlier analysis 
 
The non-allergenic sequences that were misclassified in most tests are listed in table 6. The 
top three sequences (AAL69327, Q28049 and AAM22768) are identical or almost identical 
with well-known allergens in the database. AAL69327 is the exact same sequence as 
LYC_CHICK in the allergen database and should be removed from the non-allergen sequence 
repository and the other two sequences are strong candidates for removal as well. 

A pathogenesis related protein from apricot (O22521) in the non-allergen repository also 
showed a very high similarity with another pathogenesis related protein in cherry and should 
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be put through further investigation in terms of allergy. Pathogenesis-related proteins are 
defined as proteins that are induced upon stress, pathogen attack or abiotic stimuli and many 
plant food allergens are homologous to proteins in this family. One pathogenesis related 
protein family are the beta-1,3-glucanases, which are correlated to the latex-fruit syndrome. 
Homologous proteins present in certain plant foods (papaya, avocado, banana, chestnut, 
passion fruit, fig, melon, mango, kiwi, pineapple, peach, and tomato) are responsible for the 
observed cross-relativities to Hevea Brasiliensis (para rubber tree) 17. Two peach proteins in 
the non-allergenic sequence repository that were classified as allergens belong to the beta-1,3-
glucanase family. 

Two almond proteins (Q43607 and Q43608) that belong to the 11S seed storage globulin 
protein family were also (presumed) incorrectly classified as allergens. Proteins belonging to 
this family, however, have earlier been reported as allergens in soybean and hazelnut 76, 77. 

Another protein family, where members reported as non-allergens (Q9M6R1 and Q9M6R1 
from apple and HS70_DAUCA from carrot) have been classified as allergens, is HSP70 (heat 
shock protein 70). HSPs are induced by stresses due to metals, heat shock, oxidants and 
infections 78 and show high inter-species sequence similarity. Proteins belonging to this 
family have earlier been reported as presumed allergens in corn, barley and airborne fungi 79, 

80.  
 
 

5.5. Future improvements 
 
Ideally, an assessment procedure designed with the purpose to specifically detect allergenic 
proteins should of course identify all such sequences, whereas other sequences should be left 
unmarked. However, as reported here, this seems to require more powerful features than the 
alignment score and the alignment length. Intriguingly, alignment score only, although 
extracted from two separate scoring matrices, produced the overall best classification 
accuracy at useful trade-off levels between levels of detection and false alarm. 

Some additional courses to improvement are expansion of the current local bioinformatic 
repository of allergenic amino acid sequences and the establishment of a yet more rigorously 
quality assured set of non-allergenic amino acid sequences. The protein family frequencies in 
the two different data sets (allergen and non-allergen) were not equal in this project and as 
explained earlier it would be desirable if both sequence data sets were having the same protein 
family distribution. It must be stressed, however, that creating more balance between the data 
sets is difficult since the risk of including allergenic sequences into the non-allergenic data set 
increases. 

Furthermore, more refined methods for choosing the prototype set could be implemented in 
order to decrease the design variance 2

Dσ  and increase the stability for the different 
classification systems.  



 
 

60 
 
  
 

6. Acknowledgements 
 
I would like to thank my three supervisors; Ulf Hammerling, Anna Zorzet and Mats 
Gustafsson for their interest and support throughout this project having spent hours of their 
time helping me both practically and with sorting out my thoughts. I would also like to thank 
the whole staff at the Department of Toxicology at Livsmedelsverket for creating such a 
friendly working environment and for welcoming me into it. 

The computer calculations performed in this project was partly supported by The Swedish 
Agency for Innovation Systems (VINNOVA) and the Swedish National Board for Laboratory 
Animals (CFN). 
 
 
 
 
 
 
 



 
 

61 
 
  
 

7. References 
 
1. Young E, Stoneham MD, Petruckevitch A, et al. A population study of food 

intolerance. Lancet 1994;343(8906):1127-30. 
2. SCP. The occurrence of severe food allergies in the EU. Report of experts 

participating in task 7.2. Scientific Cooperation Programme in the EU, 1998. 
3. Sampson HA. Food allergy. Part 1: immunopathogenesis and clinical disorders. 

Journal of Allergy and Clinical Immunology 1999;103(5 Pt 1):717-728. 
4. Zorzet A, Gustafsson M, Hammerling U. Prediction of food protein allergenicity: a 

bioinformatic learning systems approach. In Silico Biology 2002;2:525-534. 
5. Hastie T, Tibshirani R, Friedman J. The Elements of Statistical Learning: Data 

Mining, Inference and Prediction. New York: Springer-Verlag, 2001. 
6. Webb A. Statistical pattern recognition., 2nd ed. Chicester: Wiley, 2002. 
7. Vining DJ, Gladish GW. Receiver operating characteristic curves: a basic 

understanding. Radiographics 1992;12(6):1147-54. 
8. Lesinski GB, Westerink MA. Novel vaccine strategies to T-independent antigens. J 

Microbiol Methods 2001;47(2):135-49. 
9. Zinkernagel RM, LaMarre A, Ciurea A, et al. Neutralizing antiviral antibody 

responses. Adv Immunol 2001;79:1-53. 
10. Martin F, Kearney JF. B1 cells: similarities and differences with other B cell subsets. 

Curr Opin Immunol 2001;13(2):195-201. 
11. Martin F, Oliver AM, Kearney JF. Marginal zone and B1 B cells unite in the early 

response against T-independent blood-borne particulate antigens. Immunity 
2001;14(5):617-29. 

12. Fagarasan S, Honjo T. T-Independent immune response: new aspects of B cell 
biology. Science 2000;290(5489):89-92. 

13. Jackson M. Allergy: the making of a modern plague. Clin Exp Allergy 
2001;31(11):1665-71. 

14. Tao X, Constant S, Jorritsma P, et al. Strength of TCR signal determines the 
costimulatory requirements for Th1 and Th2 CD4+ T cell differentiation. J Immunol 
1997;159(12):5956-63. 

15. Romagnani S. The role of lymphocytes in allergic disease. Journal of Allergy and 
Clinical Immunology 2000;105(3):399-408. 

16. Diehl S, Rincon M. The two faces of IL-6 on Th1/Th2 differentiation. Mol Immunol 
2002;39(9):531-6. 

17. Brehler R, Theissen U, Mohr C, et al. "Latex-fruit syndrome": frequency of cross-
reacting IgE antibodies. Allergy 1997;52(4):404-10. 

18. Hefle SL, Nordlee JA, Taylor SL. Allergenic foods. Critical Reviews in Food Science 
and Nutrition 1996;36 Suppl:S69-S89. 

19. Taylor SL, Lehrer SB. Principles and characteristics of food allergens. Crit Rev Food 
Sci Nutr 1996;36(Suppl):S91-118. 

20. Astwood JD, Leach JN, Fuchs RL. Stability of food allergens to digestion in vitro. 
Nature Biotechnology 1996;14(10):1269-1273. 

21. Fuchs RL, Astwood JD. Allergenicity assessment of foods derived from genetically 
modified plants. Food Technology 1996;50:83-88. 

22. Hefle SL. The chemistry and biology of food allergens. Food Technol. 1996;50(3):86-
92. 

23. Beachy RN. Facing fear of biotechnology. Science 1999;285(5426):335. 
24. Nordlee JA, Taylor SL, Townsend JA, et al. Identification of a Brazil-nut allergen in 



 
 

62 
 
  
 

transgenic soybeans. N Engl J Med 1996;334(11):688-92. 
25. James JM, Sampson HA. Immunologic changes associated with the development of 

tolerance in children with cow milk allergy. J Pediatr 1992;121(3):371-7. 
26. Bernhisel-Broadbent J, Dintzis HM, Dintzis RZ, et al. Allergenicity and antigenicity 

of chicken egg ovomucoid (Gal d III) compared with ovalbumin (Gal d I) in children 
with egg allergy and in mice. J Allergy Clin Immunol 1994;93(6):1047-59. 

27. Kim TE, Park SW, Cho NY, et al. Quantitative measurement of serum allergen-
specific IgE on protein chip. Exp Mol Med 2002;34(2):152-8. 

28. Dearman RJ, Caddick H, Basketter DA, et al. Divergent antibody isotype responses 
induced in mice by systemic exposure to proteins: a comparison of ovalbumin with 
bovine serum albumin. Food Chem Toxicol 2000;38(4):351-60. 

29. Li XM, Schofield BH, Huang CK, et al. A murine model of IgE-mediated cow's milk 
hypersensitivity. J Allergy Clin Immunol 1999;103(2 Pt 1):206-14. 

30. Atkinson HA, Miller K. Assessment [correction of Asessment] of the brown Norway 
rat as a suitable model for the investigation of food allergy. Toxicology 
1994;91(3):281-8. 

31. Helm RM, Furuta GT, Stanley JS, et al. A neonatal swine model for peanut allergy. J 
Allergy Clin Immunol 2002;109(1):136-42. 

32. Gendel SM. The use of amino acid sequence alignments to assess potential 
allergenicity of proteins used in genetically modified foods. Advances in Food and 
Nutrition Research 1998;42:45-62. 

33. Hileman RE, Silvanovich A, Goodman RE, et al. Bioinformatic methods for 
allergenicity assessment using a comprehensive allergen database. Int Arch Allergy 
Immunol 2002;128(4):280-91. 

34. Hammer J, Belunis C, Bolin D, et al. High-affinity binding of short peptides to major 
histocompatibility complex class II molecules by anchor combinations. Proc Natl 
Acad Sci U S A 1994;91(10):4456-60. 

35. Brusic V, Rudy G, Honeyman G, et al. Prediction of MHC class II-binding peptides 
using an evolutionary algorithm and artificial neural network. Bioinformatics 
1998;14(2):121-30. 

36. Mallios RR. Class II MHC quantitative binding motifs derived from a large molecular 
database with a versatile iterative stepwise discriminant analysis meta-algorithm. 
Bioinformatics 1999;15(6):432-9. 

37. Doolan DL, Southwood S, Chesnut R, et al. HLA-DR-promiscuous T cell epitopes 
from Plasmodium falciparum pre-erythrocytic-stage antigens restricted by multiple 
HLA class II alleles. J Immunol 2000;165(2):1123-37. 

38. Metcalfe DD, Astwood JD, Townsend R, et al. Assessment of the allergenic potential 
of foods derived from genetically engineered crop plants. Critical Reviews in Food 
Science and Nutrition 1996;36 Suppl:S165-S186. 

39. FAO. Evaluation of allergenicity of genetically modified foods. Rome, Italy: Joint 
FAO/WHO Expert Consultation on Allergenicity of Foods Derived from 
Biotechnology. Food and Agricultural Organization of the United Nations (FAO), 
2001. 

40. Appel RD, Bairoch A, Hochstrasser DF. A new generation of information retrieval 
tools for biologists: the example of the ExPASy WWW server. Trends Biochem Sci 
1994;19(6):258-60. 

41. Burks AW, Shin D, Cockrell G, et al. Mapping and mutational analysis of the IgE-
binding epitopes on Ara h 1, a legume vicilin protein and a major allergen in peanut 
hypersensitivity. Eur J Biochem 1997;245(2):334-9. 



 
 

63 
 
  
 

42. Stanley JS, King N, Burks AW, et al. Identification and mutational analysis of the 
immunodominant IgE binding epitopes of the major peanut allergen Ara h 2. Arch 
Biochem Biophys 1997;342(2):244-53. 

43. Needleman SB, Wunsch CD. A general method applicable to the search for 
similarities in the amino acid sequence of two proteins. J Mol Biol 1970;48(3):443-53. 

44. Smith TF, Waterman MS, Fitch WM. Comparative biosequence metrics. J Mol Evol 
1981;18(1):38-46. 

45. Durbin R, Eddy SR, Krogh A, et al. Biological Sequence Analysis : Probabilistic 
Models of Proteins and Nucleic Acids. Cambridge University Press, 1998. 

46. Henikoff S, Henikoff JG. Amino acid substitution matrices from protein blocks. Proc 
Natl Acad Sci U S A 1992;89(22):10915-9. 

47. Dayhoff MO, Schwartz RM, Orcutt BC. Atlas of protein Sequence and Structure. Vol 
5: National Biomedical Research Foundation, Washington DC, 1978. 

48. Schwartz RM, Dayhoff MO. Matrices for Detecting Distant Relationships. Atlas of 
Protein Sequences and Structure 1979;5:353-358. 

49. Henikoff S, Henikoff JG. Automated assembly of protein blocks for database 
searching. Nucleic Acids Res 1991;19(23):6565-72. 

50. Feng DF, Doolittle RF. Progressive sequence alignment as a prerequisite to correct 
phylogenetic trees. J Mol Evol 1987;25(4):351-60. 

51. Thompson JD, Higgins DG, Gibson TJ. CLUSTAL W: improving the sensitivity of 
progressive multiple sequence alignment through sequence weighting, position-
specific gap penalties and weight matrix choice. Nucleic Acids Res 1994;22(22):4673-
80. 

52. Thompson JD, Gibson TJ, Plewniak F, et al. The CLUSTAL_X windows interface: 
flexible strategies for multiple sequence alignment aided by quality analysis tools. 
Nucleic Acids Res 1997;25(24):4876-82.  
ftp://ftp-igbmc.u-strasbg.fr/pub/ClustalX/ (downloaded 2002-11-04). 

53. Bishop CM. Neural Networks for Pattern Recognition. Oxford: Clarendon Press, 
1995. 

54. Farrp Allergen Database. http://www.allergenonline.com (downloaded 2003-02-12). 
55. The Allergen Database. http://www.csl.gov.uk/allergen (downloaded 2003-02-12). 
56. Gendel SM. Sequence databases for assessing the potential allergenicity of proteins 

used in transgenic foods. Advances in Food and Nutrition Research 1998;42:63-92. 
57. The Allergen Sequence Database (Food). Release 3 ed. 

http://www.iit.edu/~sgendel/foodallr.htm (downloaded 2003-02-12). 
58. The Allergen Sequence Database (Non Food). Release 3 ed. 

http://www.iit.edu/~sgendel/nonfdall.htm (downloaded 2003-02-12). 
59. The Protall Database. http://www.ifr.bbsrc.ac.uk/protall/ (downloaded 2003-02-12). 
60. Allergen nomenclature. http://www.allergen.org/ (downloaded 2003-02-12). 
61. Boeckmann B, Bairoch A, Apweiler R, et al. The SWISS-PROT protein 

knowledgebase and its supplement TrEMBL in 2003. Nucleic Acids Res 
2003;31(1):365-70. 

62. SRS at ExPASy. http://us.expasy.org/srs5/ (2003-02-15) 
63. Zorzet A. Learning systems including sequence representations for detection of food 

allergy. Biology Education Centre. Uppsala: Uppsala University School of 
Engineering, 2002. 

64. Sandberg M, Eriksson L, Jonsson J, et al. New chemical descriptors relevant for the 
design of biologically active peptides. A multivariate characterization of 87 amino 
acids. J Med Chem 1998;41(14):2481-91. 



 
 

64 
 
  
 

65. Venkatarajan MS, Braun W. New quantitative descriptors of amino acids based on 
multidimensional scaling of a large number of physical-chemical properties. J Mol 
Model 2001;7:445-453. 

66. Altschul SF, Gish W, Miller W, et al. Basic local alignment search tool. J Mol Biol 
1990;215(3):403-10. 

67. Pearson WR, Lipman DJ. Improved tools for biological sequence comparison. Proc 
Natl Acad Sci U S A 1988;85(8):2444-8. 

68. Pearson WR. Flexible sequence similarity searching with the FASTA3 program 
package. Methods Mol Biol 2000;132:185-219. 

69. GenomeNet Substitution Matrix Deposit. 
http://www.genome.ad.jp/dbget/aaindex.html (downloaded 2002-11-05). 

70. Ng PC, Henikoff JG, Henikoff S. PHAT: a transmembrane-specific substitution 
matrix. Predicted hydrophobic and transmembrane. Bioinformatics 2000;16(9):760-6. 

71. Fred Hutchinson Cancer Research Center. PHAT matrices. 
http://blocks.fhcrc.org/~pauline/PHAT_matrices/ (downloaded 2002-11-15). 

72. Lin K, May AC, Taylor WR. Amino acid substitution matrices from an artificial 
neural network model. J Comput Biol 2001;8(5):471-81. 

73. Dosztanyi Z, Torda AE. Amino acid similarity matrices based on force fields. 
Bioinformatics 2001;17(8):686-99. 

74. Jones DT, Taylor WR, Thornton JM. The rapid generation of mutation data matrices 
from protein sequences. Comput Appl Biosci 1992;8(3):275-82. 

75. Gustafsson M. Uppsala, 2003. Personal communication.  
76. Breiteneder H, Ebner C. Atopic allergens of plant foods. Curr Opin Allergy Clin 

Immunol 2001;1(3):261-7. 
77. Beyer K, Grishina G, Bardina L, et al. Identification of an 11S globulin as a major 

hazelnut food allergen in hazelnut-induced systemic reactions. J Allergy Clin Immunol 
2002;110(3):517-23. 

78. Schlesinger MJ. Heat shock proteins. J Biol Chem 1990;265(21):12111-4. 
79. Chiung YM, Lin BL, Yeh CH, et al. Heat shock protein (hsp 70)-related epitopes are 

common allergenic determinants for barley and corn antigens. Electrophoresis 
2000;21(2):297-300. 

80. Shen HD, Au LC, Lin WL, et al. Molecular cloning and expression of a Penicillium 
citrinum allergen with sequence homology and antigenic crossreactivity to a hsp 70 
human heat shock protein. Clin Exp Allergy 1997;27(6):682-90. 

 
 

Picture references 
 
[a] and [b] Artwork originally created for the National Cancer Institute. Reprinted with  

permission of the artist, Jeanne Kelly. Copyright 1996. The graphics can be found 
at: http://newscenter.cancer.gov/sciencebehind/immune/immune23.htm and 
http://newscenter.cancer.gov/sciencebehind/immune/immune22.htm, respectively. 

[c] and [d] The originator of the graphic is Russell D. J. Huby. Reprinted with  
permission of the Society of Toxicology.  
The artwork can be found in Toxicological Sciences 55, 235-246 (2000). 
Copyright © 2000 by the Society of Toxicology. 


