
 
 
 
UPTEC X 04 038               ISSN 1401-2138 
SEP 2004 
 
 
 
 

 EVA BERGLUND 

 

Assessing the quality of 
clusters in microarray data  
– a comparison of 
functional and numerical 
measures  

 
 
  
 Master’s degree project 
 
 
 



 
 

 

Molecular Biotechnology Programme 
Uppsala University School of Engineering 

 

UPTEC X 04 038  Date of issue  2004-09 
Author 

Eva Berglund 
 
Title (English) 

Assessing the quality of clusters in microarray data – a 
comparison of functional and numerical measures  

 
Title (Swedish) 
Abstract 
Useful hypotheses about gene function can be retrieved from microarrays, capable of 
measuring the expression of thousands of genes simultaneously, since genes with similar 
expression pattern often have related function. Identification of such genes is usually 
performed through clustering of expression data. There is a wide selection of clustering 
methods, and there is no generally accepted measure to assess the quality of a cluster solution. 
In this work, a set of expression data was clustered using a variety of methods, and the results 
evaluated using Gene Ontology annotations as well as three numerical indices. Functional and 
numerical evaluations were found to give inconsistent results, and differences between 
algorithms in terms of sensibility to parameter selection were observed. 
 

Keywords 
Cluster analysis, multivariate analysis, microarrays, annotation enrichment, numerical 
evaluation 
 

Supervisor 
Hugh Salter 

Department of Molecular Sciences, AstraZeneca R&D, Södertälje 
 

Scientific reviewer 
Elena Jazin 

Department of Evolutionary Biology, Uppsala University 
 

Project name 
 

Sponsors 
 

Language 
English 

 

Security 
Secret until 2006-09 

 

ISSN 1401-2138 
 

Classification 
 

Supplementary bibliographical information   Pages 
31 

 

Biology Education Centre      Biomedical Center       Husargatan 3 Uppsala 
Box 592 S-75124 Uppsala                 Tel +46 (0)18 4710000      Fax +46 (0)18 555217 
 



Assessing the quality of clusters in microarray 
data – a comparison of functional and 

numerical measures 
 
 

Eva Berglund 
 
 

 
Sammanfattning 

 
 
De senaste åren har stora framsteg gjorts inom genomforskningen, vilket har resulterat i att 
många nya gener har upptäckts. En stor del av dessa gener har dock ännu okänd funktion. 
Ett sätt att analysera geners funktion är att undersöka var och när de uttrycks (skrivs av till 
protein), eftersom gener med liknande uttrycksmönster har ofta likartad funktion. En okänd 
gen kan därför tilldelas en hypotetisk funktion om dess uttrycksmönster liknar det för 
funktionsbestämda gener. Microarrayer är ett verktyg som kan mäta uttrycket av flera tusen 
gener samtidigt. Genom analys av microarray data kan man således generera hypoteser om 
funktionen hos okända gener.  
 
För att identifiera gener med liknande uttrycksmönster brukar man gruppera efter likhet, 
klustra, microarray data. Det finns ett stort urval av grupperingsmetoder, som kan ge mycket 
varierande resultat. Idag finns det inget vedertaget kvalitetsmått för en uppsättning kluster. I 
det här examensarbetet jämfördes olika grupperingsmetoder och kvalitetsmått för en 
uppsättning humana microarray data. Resultaten tyder på att olika kvalitetsmått inte alltid är 
överensstämmande, samt att det förekommer generella skillnader mellan olika metoder. 
Detta innebär att val av grupperingsmetod och kvalitetsmått bör tänkas igenom innan data 
från microarrayer analyseras.   
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1 INTRODUCTION 
Progress in genome sequencing has resulted in an impressive number of fully sequenced 
genomes in public databases. The multitude of as yet uncharacterised genes in these 
genomes has directed genomics research towards functional genomics. Microarrays, with 
the capacity of measuring the expression of, in principle, all the genes of an organism 
simultaneously, constitute a useful tool in the effort to determine the function of unknown 
genes since genes with similar expression pattern under several different conditions often 
have related function (Eisen et al. 1998, Tamayo et al. 1999, Tavazoie et al. 1999). 
Hypotheses about the function of unknown genes can thus be retrieved from microarray 
data, if their expression pattern resembles that of other already characterised genes.  
     A common strategy for identification of genes with similar expression pattern is through 
clustering of microarray data. There is a wide selection of algorithms available for this 
purpose, each with a number of user set variables including choice of distance measure and 
number of clusters to form. In addition, several alternative variables can be used for 
clustering, besides the “raw” expression data. One possible clustering variable is fold-
change, often discussed in microarray contexts and defined as the ratio of expression 
between two conditions, for instance disease and normal. It is also possible to perform 
clustering on mean values within groups, or values measuring significance of differential 
expression between groups. This multiplies to a great number of possibilities to cluster one 
dataset, and different settings can potentially yield very different solutions. Despite this vast 
amount of alternative solutions, cluster analyses are most often performed using only one or 
possibly a few different parameter settings.  
     A cluster is considered to be biologically relevant if it contains genes that are related to 
each other, and ideally this should be the case for all clusters in a cluster solution. However, 
since most clustering algorithms will assign a gene to a cluster, even if it is not related to any 
other, this is usually not the case. Therefore, it is important to be able to interpret the 
obtained clusters, and identify which are biologically relevant. Interpretation of clusters has 
traditionally been done manually within microarray analysis, using existing biological 
knowledge. However, such a priori knowledge is not always available, and besides, manual 
evaluation of clusters can be very time-consuming. Therefore, there is an increased interest 
for alternative, data-driven approaches to assess the quality of a cluster solution.  
     The numerical quality of a clustering can be obtained by measuring the distribution of 
clusters in space. The assumption is that a cluster solution is more likely to be biologically 
relevant if consisting of compact, small clusters rather than large, overlapping ones. With the 
purpose of assessing numerical quality of clusters, Bolshakova et al. (2003) developed 
software containing five different indices for estimating cluster quality. Yeung et al. (2001) 
proposed a predictive approach, based on the assumption that a clustering has biological 
significance if genes in the same cluster have similar expression also in experiments not 
used to form the clusters. A combined numerical and functional approach, allowing 
simultaneous evaluation of biological knowledge from several sources, was proposed by 
Gat-Viks et al. (2003). In their method, vectors of biological attributes are projected onto the 
real line, after which a variance test is performed.  However, none of these approaches to 
measure cluster quality is generally accepted. It is also unclear if the different measures are 
consistent, i.e. whether a cluster that scores well with one measure also scores well with 
other measures. As far as we know, no study has been made with the purpose to unveil this. 
Neither has the impact of parameter selection been investigated to any considerable extent.   
     The aim of this master thesis was therefore to analyse how different clustering settings 
perform on a specific set of large-scale human post-mortem microarray data, and 
subsequently compare functional and numerical quality measures on the resulting cluster 
partitions.  We were interested not just whether the choice of cluster algorithm and 
parameters has a significant impact on the obtained cluster solution and the consistency 
between different quality measures, but we also wanted to investigate the reasons for 
possible inconsistencies, i.e. if there are any trends in the scoring of quality measures. If 
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possible, we wanted to identify the settings that produce the most biologically relevant 
clusters, as scored by the used quality measures. The great majority of gene expression 
cluster analyses are made on yeast, being the most analysed eukaryotic model organism in 
this regard, and an additional purpose with this work was to examine whether the methods 
used in yeast are transferable to human data although human annotation schemes are less 
complete. 
     The dataset, containing Alzheimer’s Disease (AD) and non-AD samples, was clustered 
using a variety of algorithms, parameters and clustering variables, in order to identify genes 
with similar expression pattern. Then evaluation was performed using Gene Ontology 
annotations as well as three numerical indices (Dunn’s, Davies-Bouldin and Silhouette) 
independently. A similar study, in that several clustering methods and parameters were used, 
and the clusters were validated in different ways, was performed by Wu et al. (2002) on 
yeast data. However, their purpose was to give functional predictions rather than comparing 
methods.  
 

2 BACKGROUND  

2.1 Alzheimer’s Disease 
Alzheimer’s Disease (AD) was first described by Alois Alzheimer in 1906 and is a disease 
affecting the brain and causing the loss of brain cells (Selkoe 2004). AD is today the most 
common cause of dementia. Dementia is an umbrella term for several symptoms related to a 
decline in thinking skills, including loss of memory, problems with reasoning or judgement, 
disorientation, difficulty in learning, loss of language skills, and decline in the ability to 
perform routine tasks. Increasing age is the greatest known risk factor associated with AD 
and it is most frequent among women. It is estimated that 10% of all persons over 65 and as 
many as 50% over 85 are affected by Alzheimer’s Disease. The apoEε4 allele is a significant 
genetic risk factor. 
     Alzheimer’s Disease is caused by aggregations of proteins or protein fragments that 
accumulate both outside and within cells and convey degradation of neurons. The 
development of AD differs between different regions of the brain, and areas controlling 
memory and thinking skills are affected first.  
     Alzheimer’s Disease is diagnosed based on a number of different tests, mostly evaluating 
mental status but sometimes also including a physical examination and brain scans. The 
outcome is given according to the CERAD scale (Mirra et al. 1994), distinguishing three 
stages of AD: possible, probable and definite. Possible AD means that Alzheimer’s disease 
is probably the primary cause of dementia but symptoms may be due to another disorder, 
whereas in probable AD all other disorders that may cause dementia have been ruled out. 
The definite diagnose of AD can only be made post-mortem.  

2.2 The Gene Ontology 
The Gene Ontology (GO) project is an effort to collect and structure gene product 
descriptions previously existing in different biological data bases (Ashburner et al 2000). 
Three separate ontologies are provided, describing gene products in terms of their 
associated biological process, molecular function and cellular component. These terms are 
defined as the biological objective to which the gene product contributes, its biochemical 
activity and the place in the cell where it is active. Each ontology is organised as a directed 
acyclic graph, which differs from a hierarchical tree in that a node can have several parents. 
A gene product can be annotated to several nodes in the GO and to each node several gene 
products may be annotated. The ontologies are manually annotated, which is why many 
characterised gene products still lack annotation. The ontologies currently contain 17497 
terms and 21083 human gene products (http://www.geneontology.org 25.05.2004). 



     There are several softwares available for identifying overrepresented GO terms in a group 
of genes retrieved from microarray analysis (Doniger et al. 2003, Khatri et al. 2002, Robinson 
et al. 2004). These softwares are only for characterisation and visualisation of clusters and 
do not comprise any cluster validation. Geun Lee et al. (2004), however, present a method 
for interpretation of gene clusters based on GO annotations, which was validated vs. yeast. 

2.3 Microarray technology 
Microarrays measure gene expression through allowing labelled cDNA to hybridise with 
immobilised complementary DNA probes and then estimating the amount of hybridised 
cDNA. The array consists of probe cells, each containing multiple copies of either DNA 
oligomers or longer DNA sequences, designed to be complementary to part of the mRNA of 
interest. The data used in this project was generated with oligo arrays from Affymetrix, Inc 
(Affymetrix, Santa Clara, CA, USA). On these arrays, oligomers of 25 nucleotides are 
synthesized directly on the glass slide using a photolithographic technique. Extracted mRNA 
is transformed to cDNA through reverse transcription before it is labelled with a fluorescent 
dye and allowed to hybridise to the oligomers on the array. After hybridisation, unhybridised 
cDNA is washed off, and dye intensity is measured with a confocal microscope. The 
measured value is then assumed to be proportional to the mRNA concentration and thus the 
gene expression. Since short oligomers can have unspecific binding and easily cross-
hybridise, each mRNA transcript is represented by 16-20 probes and for each of them there 
is a mismatch (MM) probe, differing from the perfect match (PM) only in the 13th position. 
Each corresponding pair of PM and MM makes up a probe pair, and the set of all probe pairs 
for one transcript is called a probe set (fig 1). 
 

 
Figure 1. Schematic picture of a probe set. 
 
 
     From each probe set a signal value and a detection call are calculated, using the MAS 5.0 
algorithm (Statistical Algorithms Description Document 2002). The signal value is the gene 
expression estimation and the detection call gives an indication of whether or not the mRNA 
was present in the sample. The signal value, after correction for background intensity, is the 
average value of the difference in intensity between PM and MM. If MM has a larger value 
than PM, an idealised value is calculated. The detection call takes any of the values present, 
absent or marginal, where absent signifies that the expression is not significantly different 
from zero. A probe set is present if the great majority of its oligomers are present. 
     Several parameters are calculated in order to assess the quality of the analysis. One such 
parameter is the level of RNA degradation. RNA is degraded from the 5’ end, so intact RNA 
should have a ratio of 5’ and 3’ concentrations close to 1. In this study, the average of this 
ratio from two standard genes was used when selecting data. This value is referred to as 
RNA QC.  

2.4 The dataset 
The dataset used in this project originates from BioExpress, a non-public database from 
Gene Logic (Gene Logic Inc, Gaithersburg, MD, USA). The database stores post-mortem 
gene expression data as well as additional information about the samples, including age, 
gender, CERAD and the brain region from where the sample was taken. There may exist 
several samples from the same person, but never more than one for each brain region and 
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person. The microarray data was generated using Affymetrix GeneChip HG_U133A (Human 
Genome Arrays 2003), which contains 22,283 probe sets representing 14,500 human genes.  
     In this study, all AD samples with CERAD were used. These samples originated from 18 
different brain regions, namely caudate nucleus, hippocampus, putamen and the Brodmann 
areas 4, 7, 8, 10, 17, 20, 21, 22, 23, 24, 32, 36, 38, 44 and 46. Samples from persons over 
60 years old, without brain disease and from one of the mentioned brain regions were used 
as controls. 
     In order to assure the quality of expression data, samples with RNA QC < 0.2 were 
removed. The resulting dataset consisted of 715 samples, of which 254 non-AD, 129 
possible, 135 probable and 197 definite. 521 samples were from females and 194 from 
males.  
 

3 METHODS 
Due to the enormous dimensions of microarray data and the fact that observations often 
originate from different experiments, some pre-processing of data is normally required before 
cluster analysis. Some observations may diverge from the others to such an extent that one 
may suspect that the cause is technical rather than biological. Such observations should be 
removed in order not to influence the results. Minor differences between samples of non-
biological character should also be eliminated in order to get reproducible results; the tool for 
this is normalisation.  
     Another issue is to identify probe sets that display variation between the different states in 
the study, since most genes are probably not involved in the particular biological question. 
Due to the problem of multiple hypothesis testing, significance analysis with a large amount 
of variables is complicated. A common limit for significance is p=0.01, implying that the 
chance possibility of observing given data if no significance exists is one in a hundred, which 
in most experiments is satisfactory enough. However, with 20 000 genes and p=0.01, around 
200 genes will be identified by chance, which is quite a lot. Today, there is no method to give 
a “correct” p-value with such multitude of variables, but it is important to consider this 
problem. What is usually done is to make stricter p-value cut-off, there is also a number of 
methods for estimating the error. Tusher et al. (2003) describe a method that assigns a score 
to each gene on the basis of change in expression relative to the standard deviation of 
repeated measurements. When replicates are not available, cross-validation or bootstrap 
methods can be used. In a comparison of different methods, Braga-Neto et al. (2004) found 
that bootstrap methods perform better for small-sample microarrays. 
     All pre-processing of data was performed on each tissue separately, since the different 
regions were regarded as distinct conditions, and the aim of the clustering was thus to 
identify genes with similar expression in the different regions.  

3.1 Outlier analysis 
Outliers were identified using two exploratory analyses: pair-wise correlations and principal 
component analysis. All probe sets with the detection call present in at least one sample in 
the given region were used, resulting in approximately 15,000 probe sets for all tissues. Due 
to this large amount of probe sets, changes is small subsets will not be visible, and we 
should not expect to see any a priori classification of samples, i.e. a separation with respect 
to CERAD. However, observations diverging from the bulk of the sample set will be apparent 
and can be excluded. Such outliers usually result from technical variability. 
 
3.1.1 Pair-wise correlation analysis 
A pair-wise correlation analysis is a test of the similarity of each pair of observations in a 
dataset. There are different definitions of correlation coefficients between two vectors, in this 
work Pearson correlation was used: 
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where C is the covariance matrix and i and j the two observation vectors. In this study, the 
correlation coefficient between all pairs of samples in the same region was calculated, in 
order to measure the similarity in their expression. 
 
3.1.2 Principal component analysis  
Since the number of variables (probe sets) in a microarray analysis is usually very large, 
visualisation of the observations is difficult. Principal component analysis (PCA) is used in 
multivariate analysis in order to reduce the number of dimensions while preserving as much 
variation as possible, and thus simplify visualisation of data. The first principal component is 
the line in the multi-dimensional space that best describes data. All subsequent principal 
components are orthogonal to the previous ones, and are the lines that best describe the 
remaining variation. Calculation of the contribution of each original variable to the principal 
components indicates which are more interesting to analyse. Data was scaled to unit 
variance in order to make the variables comparable and mean centred to zero in order to let 
the first principal component describe the direction with most variation.  

3.2 Normalisation 
Gene Logic data is normalised with a method provided by Affymetrix, based on scaling the 
signal values so that all arrays get the same mean value. This method eliminates 
multiplicative variation like differences in mRNA concentration but cannot handle non-linear 
variation.  
     In order to adjust for non-linearities, data was also normalised with the contrast based 
method (Åstrand 2003), especially implemented for normalisation of Affymetrix’ 
oligonucleotide arrays. In order to speed up calculations, log-transformed data is base-
transformed before performing pair-wise comparisons for all samples. The difference in 
transformed values is plotted vs. the mean of transformed values and a normalisation curve 
is fitted to the plot, using a method of local regression. The normalisation curve constitutes 
the basis for adjustment calculations for each sample. When all pair-wise combinations have 
been considered, each sample is adjusted according to the average of all adjustments. After 
adjustment, data is transformed to the original basis and exponentiated.  

3.3 Statistical analysis 
In order to identify an adequate amount of probe sets with differing expression between AD 
and non-AD samples a statistical analysis was performed. Samples were grouped according 
to brain region, CERAD and gender, resulting in 2418 ⋅⋅  groups. However, since several of 
the possible and probable groups contained too few samples for a meaningful analysis, only 
normal and definite samples were used for further analysis. This resulted in a set of 435 
samples, of which 189 definite (120 female and 69 male) and 246 non-AD (150 female and 
96 male).  
 
3.3.1 Analysis of variance  
Analysis of variance (ANOVA) is a significance test that can be used to analyse several 
factors and groups. ANOVA is based on a comparison of the variance between groups and 
the variance within groups. The observation vector is tested for significance with respect to 
each factor and the interaction of factors, i.e. if the observation’s value of one factor is 
dependent of the value of another factor.  
     Normalised, log-transformed values were used; negative values arising from the contrast 
normalisation were substituted with half the value of the smallest positive signal in the given 
region. Each probe set was tested for significance using CERAD and gender as factors. The 
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number of significant probe sets was calculated for each factor and their interaction at three 
significance levels (p=0.05, p=0.01 and p=0.001).  
 
3.3.2 Permutation test  
In order to better approximate the number of false positives from the ANOVA, a permutation 
test was made. 200 ANOVA iterations were performed with randomised CERAD and gender 
labels. The average value of the number of significant probe sets was calculated, with the 
same significance levels as in the ANOVA, with the expectation that these values would now 
be close to random frequencies.  
 
3.3.3 T-test 
In order to explicitly compare disease to normal, a t-test was made for each brain region and 
gender, within the ANOVA model. The t-value is given by: 
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where s is the ANOVA variance, xB1B and xB2B the mean values and n B1B andB Bn B2B the number of 
samples in each group. T-values can be converted to p-values; a high (positive or negative) 
t-value gives a low p-value, since a great difference in mean value and low variance implies 
a significant observation. 

3.4 Clustering variables 
Four distinct types of indata, from now on referred to as clustering variables, were used for 
the clustering algorithms: individual signal values, mean signal values for each group of 
region, CERAD and gender, t-values from the statistical analysis and log ratio values, for 
each region and gender. Log ratio values constitute the log-transformed ratio of disease and 
normal, and are comparable to fold-change. 

3.5 Selection of probe sets 
We wanted to identify a sufficient number of probe sets displaying as much variation as 
possible between disease and normal whilst being convenient to analyse with respect to 
hardware capacities. Empirically, we found that 1000 probe sets would be an adequate 
amount. Hardware limitations would not be a problem, and the t-value cut-off would be 
around 3.83, roughly corresponding to a p-value of 0.0005, suggesting very good 
significance possibilities. 
     Probe sets with the detection call absent in all samples were removed, resulting in 17432 
probe sets. These were then filtered using Gene Logic annotations, leaving only one probe 
set representing each gene. The filtering was done in order to avoid significances based on 
only one gene. Then the 1000 probe sets with highest absolute t-value (in any sample), as 
calculated with the t-test described above, were selected and their values for each of the four 
clustering variables were stored as separate datasets. 

3.6 Generation of clusters 
Each of the four datasets was clustered with three well-known and widely used algorithms: 
hierarchical clustering, k-means clustering and self-organising map (SOM) clustering. The 
hierarchical clustering algorithm organises objects in a hierarchical tree structure, where 
branch lengths represent the distance between objects. It has earlier been used in biology for 
phylogeny and sequence analysis, and was the first used algorithm for clustering of 
microarray data (Eisen et al. 1998, Spellman et al. 1998). The k-means and SOM algorithms 
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both divide data into clusters on the basis of their similarity to initial reference points. K-
means clustering has been applied in a wide selection of areas, including image registration 
(Ardekani et al. 1995) and has also been applied to microarray data (Tavazoie et al. 1999). 
SOMs were first applied to microarray data by Tamayo et al. (1999).  
     In the hierarchical and k-means clustering, Euclidean distance and Pearson correlation 
were used as distance measures. The SOM function did not have correlation as an option, 
which is why it was replaced with link distance. The number of clusters was altered between 
20 and 110, in intervals of 10.  
 
3.6.1 Distance metrics 
The distances referred to represent either a distance between two expression vectors or a 
distance between an expression vector and a reference vector of the same dimensions. The 
expression vector contains the expression for one probe set over all samples, or groups of 
samples, depending on the clustering variable.   
     Euclidean distance is the most well known metric, measuring the distance between two 
vectors with respect to both direction and magnitude. It is defined as: 
 

∑ −=
i
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     Correlation captures similarity in shape between two vectors, regardless of magnitude 
differences (formula given in (1)). This measure is often used in analysis of gene expression 
data since up and down regulations in expression are usually more interesting than the 
absolute expression pattern.  
     Link distance is applied to network architectures, and is therefore suitable for the SOM 
algorithm. It is defined by the number of nodes that has to be linked together in order to get 
from one node to another, with the restriction that nodes can only be linked if the Euclidean 
distance between them is not greater than 1. If there is no path between two nodes where 
this holds, the link distance between them is equal to the number of nodes in the network. 
     A distance measure that recently was applied to microarray data with promising results 
(Nilsson et al. 2004) is the approximate geodesic distance, measured along the surface of 
the manifold on which data is assumed to lie. However, not being a standard measure it was 
not implemented in any of the clustering algorithms.  
 
3.6.2 Hierarchical clustering 
The hierarchical clustering algorithm calculates the distance between each pair of objects 
and groups the two closest objects. Then, the next closest pair of objects is joined, and the 
process is repeated until all objects are joined in a hierarchical tree structure. This algorithm 
has two main parameters; the distance measure, denoting how the distances are calculated 
and the linkage, referring to which distance is calculated when considering groups of already 
joined objects. The linkage can be defined in different ways; single linkage takes the closest 
pair of objects between the two groups, average linkage the average over all pairs and 
complete linkage uses the maximum distance over all pairs. In this study, average linkage 
was used. The resulting tree is cut at different distances from the root, in order to produce 
the desired amount of clusters (fig 2).  
 



 
 
Figure 2. Screenshot of a tree resulting from a clustering with 20 genes. Different numbers of clusters 
are formed through moving the red broken line horizontally. Here six clusters are formed, joined at red 
dots. 
 
 
     Hierarchical clustering is simple and highly intuitive, but suffers from a number of 
drawbacks in the analysis of microarray data. A hierarchical tree is best suited to represent 
structures with a true hierarchical descent such as the evolution of species, but is less 
appropriate for complex gene interactions. Also, the grouping is deterministic, based on local 
decisions, implying that early bad choices cannot be corrected later. 
 
3.6.3 K-means clustering 
The k-means clustering algorithm (Hartigan 1975) starts with k points, each forming a cluster 
centroid (centre). The centroids are evenly, randomly or in another mode distributed in the 
area defined by data. Each object is then assigned to a cluster, such that the distance 
between all objects and their centroids is minimized. When all objects have been assigned to 
a cluster, each centroid’s position is recalculated as the mean value of all its objects. Then 
the objects are again assigned to a cluster, and the algorithm iterates until no more 
improvements are made in the calculation of the centroids’ positions.  
     K-means clustering avoids the deterministic problem of hierarchical clustering, but suffers 
from the drawback that the user has to guess the number of k, of which the final solution is 
heavily dependent. This problem is solved in a modified version of k-means (Herwig et al. 
1999), which iterate only a suitable k. However, this algorithm was not used here.  
     In this study, the positions of the initial clusters were determined on the basis of a 
preliminary clustering using 10% of the samples. For this reason, a maximum of 100 clusters 
could be formed in this method. 
 
3.6.4 Self-organising map clustering 
A self-organising map represents a geometrical structure, in which similar objects are placed 
close to each other. It consists of reference vectors (neurons) that are linked to each other in 
a network. The algorithm (Kohonen 1997) is similar to k-means in that objects are assigned 
to a neuron followed by an adjustment in the neuron’s position. However, there are a number 
of differences. In the SOM algorithm, the assignment of an object to the closest neuron is 
followed by an adjustment of not only the winning neuron but also its neighbours. Also, with 
an increased number of iterations, the adjustments become smaller, allowing the SOM to first 
learn the rough structure of data, and then adjust finely.  
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     The geometrical structure of a SOM facilitates visualisation and interpretation of data and 
the network representation is fairly appropriate for gene expression data. However, the user 
has to guess the number of neurons and also the geometrical structure has to be 
determined. In this study, a two-dimensional grid was used, where the neuron initially are 
evenly spaced.  
     The problem of predicting the number of clusters is avoided in the quality cluster algorithm 
(Heyer et al. 1999), especially developed for microarray data. This algorithm lets the first 
object start a candidate cluster, to which the most similar of the other objects is added 
iteratively, as long as the cluster diameter does not exceed a fixed limit. This is repeated for 
all objects, and the objects in the largest candidate cluster are set aside as a real cluster, 
after which the process is repeated for the remaining ones. However, in this exploratory 
study we selected algorithms that are widely used and already implemented in MATLAB.  

3.7 Scoring of clusters 
Each cluster solution, obtained from a specific setting of clustering variable, algorithm, 
distance measure and amount of formed clusters, was evaluated functionally, using 
enrichment of Gene Ontology annotations and numerically, using mathematical indices.  
 
3.7.1 Functional evaluation 
Annotations in the Gene Ontology Biological process were downloaded from Gene Logic 
(16.03.2004). 538 of the 1000 genes had at least one annotation, and the total number of 
annotations was 1615. The genes were annotated to 357 unique GO nodes, of which 201 
had only one annotation. Genes with several annotations were treated as distinct genes and 
genes without annotation were given the annotation not classified. The hierarchical structure 
of the GO allows distance approximations between nodes (Geun Lee et al. 2004), and a limit 
could be set for when genes can be considered to be biologically related. However, in this 
work, genes were required to be annotated to the same GO node in order to be biologically 
related, irrespective of where in the hierarchy the node is. This implies that nodes with the 
same parent will be as unrelated as nodes positioned in totally different parts of the 
hierarchy.  
     The hypergeometric distribution was used to obtain the chance probability of observing k 
identical annotations in a cluster of size n:  
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Here G is the total number of annotations (1615) and C is the total number of annotations to 
the given GO node. A p-value was calculated for all annotations present in a cluster.  
     Given the p-value from (4), a significant annotation was defined as one having p < 0.05, a 
significant cluster as one having at least one significant annotation and the primary 
annotation of a cluster as the annotation with lowest p-value. Normally, not only a great 
number of significant annotations is desirable, but also that genes with the same annotation 
are in the same cluster. With this in mind, the number of non-redundant clusters in a solution 
was defined as the number of distinct significant primary annotations. The number of non-
redundant annotations was likewise defined as the number of distinct annotations. 
     For each cluster solution, the number and percentage of significant clusters, non-
redundant clusters and non-redundant annotations were calculated, as well as the number of 
significant annotations. The percentage of significant clusters was defined as the number of 
non-redundant clusters divided by the number of significant clusters and the percentage of 
non-redundant annotations as the number of non-redundant annotations divided by the 
number of significant annotations. 
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3.7.2 Numerical evaluation 
The numerical indices used in this study estimate in different ways the compactness and 
separation of clusters. This involves distance calculations and thus requires a distance 
measure.  Ideally, the same distance measure should be used as the one used when 
generating the cluster solution. However, the Davies-Bouldin index function had its own 
distance measure, and link distance was not selectable as distance measure for Dunn’s and 
Silhouette, and therefore it was approximated with city block distance, given by: 
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Dunn’s index is calculated for a cluster solution as a whole, and is defined as: 
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where n is the number of clusters, d(c Bi B,cBj B) is the distance between cluster centres and d’(c Bk B) is 
the distance between objects within a cluster. A solution with compact and well-separated 
clusters will receive a high value of this index. Due to the complicity in determining d’(c Bk B) for 
clusters consisting of only one gene, the index was implemented such that only clusters 
containing at least two genes were considered.  
     Davies-Bouldin index is defined as: 
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where n is the number of clusters, S BnB the average distance of all objects in the cluster to the 
cluster centre and S(c Bi B,cBj B) the distance between cluster centres. This index gives a good 
cluster a small value, and the average over all clusters is used as a score of the setting. 
    Silhouette index is a measure of how well each object fits into its assigned cluster. It is 
defined as: 
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where a(i) is the average distance from i to all other objects in the same cluster and b(i) is the 
average distance from i to all objects in the closest cluster. S(i) always lies in the interval      
[-1,1], where a value close to 1 indicates that the object is well classified and a value close to 
–1 that it is misclassified. The average over all objects represents the score for the cluster 
solution. 
 
3.7.3 Cluster size measures 
Two measures were used to estimate the size distribution of clusters within each solution: 
the number of single clusters (clusters containing only one gene) and a constructed measure 
taking all clusters into account, defined as: 
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where n is the number of clusters and zi the size of cluster i. The denominator equals the 
number of genes in the analysis. This measure equals 1 if all clusters have the same size, 
and increases with the formation of smaller and larger clusters. 

3.8 Software 
All programming and clustering was done in MATLAB version 6.5 (MathWorks, Natick, MA, 
USA). Davies-Bouldin and Silhouette indices were available in MATLAB and Dunn’s was 
implemented manually. In addition to the basic software, the Statistics, Neural Network, SOM 
and PLS (Eigenvector Research, Manson, WA, USA) Toolboxes have been used. 
Normalisation was done using the affy package in R version 1.8.1 (http://www.r-project.org). 
Visualisation of PCA and hierarchical clusterings was done in Spotfire (Spotfire DecisionSite, 
Somerville, MA, USA).  
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4 RESULTS 

4.1 Outlier analysis 
With respect to CERAD, no trends were visible in any region in the outlier analysis. However, 
a number of samples with strongly diverging expression were identified. One example is 
given in figures 3 and 4. Figure 3 shows a pair-wise correlation (see methods for details) of 
the brain region Caudate Nucleus and figure 4 shows a PCA of the same region. In both 
figures, the same sample diverges from the others. This sample, together with a few others, 
was removed before clustering. The absence of CERAD trends in figures 3 and 4 illustrates 
the importance of optimising the pre-processing and clustering procedures, since the 
interesting features in microarray data are often buried in a lot of noise, both technical and 
biological. 
 

 
Figure 3. A pair-wise correlation from the brain region Caudate Nucleus. The samples are sorted 
according to CERAD (abbreviated N, Pos, Pro and D) and appear in the same order on both axes. 
The correlation coefficients are coloured according to the colour bar on the right. Red signifies high 
correlation (similar expression between the two samples) and blue low correlation. No CERAD trends 
are visible, but we observe that the expression of sample CN_F_83_N_33884 (named with respect to 
region/gender/age/CERAD/id) is dissimilar to almost all other. 
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Figure 4. Principal component analysis of the brain region Caudate Nucleus. The three first principal 
components define the axes, and samples are coloured with respect to CERAD. The sample  
CN_F_83_N_33884 diverges from the others also in this analysis, but no grouping can be observed of 
the CERAD classes. 
 

4.2 Statistical analysis 
In the ANOVA (see methods) the number of significant probe sets for each brain region was 
calculated for three different significance levels, prior to selecting probe sets. The obtained 
pattern of significances over the regions was similar for all significance levels. As an 
example, the results for p=0.05 are shown in figure 5. Also plotted is the number of probe 
sets expected to be selected by chance if all variables are assumed to be independent. The 
relatively low bars in several regions compared to the random bars, suggest that few genes 
are differentially expressed between AD and non-AD samples, possibly due to large 
variations within the groups. We see that the pattern differs between brain regions; some 
show an effect of CERAD, other of gender and a few an interaction effect. These patterns 
indicate that there are biologically significant patterns within the data that subsequent 
clustering and validation should be expected to identify. 
     One example of the results from the permutation tests is shown in figure 6. The observed 
significance frequencies in these tests provide an estimation of the false positives, without 
the assumption of independent variables. We observe that these frequencies are close to the 
random frequencies from figure 5.  
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Figure 5. Number of significant probe sets (p=0.05) in each brain region as obtained from the ANOVA. 
BA, CN, Hipp and Put signify Brodmann Area, Caudate Nucleus, Hippocampus and Putamen 
respectively. Rand represents the number of probe sets expected to be selected by chance. The lack 
of significant probe sets in BA 24 is explained with the fact that there was only one AD sample from 
this region; hence no variance within the “group” can be calculated.  
 

 
Figure 6. Number of significant probe sets for Brodmann Area 21 after permutation test. The 
frequencies are now close to random for all significance levels. 
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4.3 Cluster evaluation 
 
4.3.1 Functional evaluation 
An initial comparison of how the different algorithms perform was made by plotting the 
number of significant clusters vs. the number of clusters with each of the four clustering 
variables in a separate graph (fig 7). These plots give the impression that hierarchical 
clustering (HC) generates fewer clusters with significant overlapping GO annotations, than 
do k-means and SOM. However, if instead the number of non-redundant annotations is 
plotted in the same way (fig 8), the difference is less obvious. Both these figures suggest that 
correlation is the better distance metric in HC. 

 
Figure 7. Number of significant clusters vs. number of clusters for each of the four clustering 
variables. Each curve is colour coded with respect to clustering algorithm and distance measure. corr, 
eucl and link signify Pearson correlation, Euclidean distance and link distance respectively. The 
graphs show, from left to right, t-value, log ratio, mean value and individual value. It is clear that 
hierarchical clustering (red curves), in particular with Euclidean distance (broken line), produces fewer 
significant clusters than do k-means and SOM.  
 

 17



 
Figure 8. Number of non-redundant annotations vs. number of clusters for each clustering variable. In 
comparison with figure 7, the curves are closer to each other, although HC eucl still stands out. 
 
 
     In order to get a more detailed image of how the different clustering algorithms perform, 
the number of significant clusters, significant annotations and non-redundant annotations 
were plotted for each algorithm separately (fig 9-11). A common characteristic of the 
algorithms is the increase in number of significant clusters with increased number of clusters. 
However, the number of significant annotations and number of non-redundant annotations 
remain fairly constant in HC, whereas especially the latter decreases in k-means and SOM. 
Another observation is that whereas HC curves are rather stable and separated, k-means 
and SOM curves fluctuate a lot and lie closer together. In none of the figures 9-11 are there 
any clear indications about which clustering variable is better to use. However, t-value looks 
slightly better than the others in HC and mean value does in SOM. 
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Figure 9. Number of significant clusters, number of significant annotations and number of non-
redundant annotations vs. number of clusters for hierarchical clustering. Each curve is colour coded 
with respect to distance measure and clustering variable. A slight increase is observed in the first 
graph but overall, the curves remain fairly constant. More significances in all graphs are obtained with 
correlation. 
 

 
Figure 10. Number of significant clusters, number of significant annotations and number of non-
redundant annotations vs. number of clusters for k-means clustering. Compared to HC (fig 9) a more 
apparent increase is observed in the first graph, and a decrease in the third. More fluctuation is 
observed, and the curves lie closer to each other. There is no clear difference between distance 
measures or clustering variables.  
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Figure 11. Number of significant clusters, number of significant annotations and number of non-
redundant annotations vs. number of clusters for SOM clustering. The GO quality measures for SOM 
display a similar pattern as for k-means (fig 10), with an increase in the first graph, a decrease in the 
third and fluctuating and tight curves.  
 
 
     We saw in figure 7 that the number of significant clusters increases with the number of 
clusters. However, the relation is far from proportional. A plot of the percentage of significant 
clusters vs. the number of clusters (fig 12) shows a clear decline for all algorithms. This plot 
also shows what was observed already in figures 9-11, namely that the HC curves are more 
separated than the other. K-means and SOM display a very high percentage of significant 
clusters when the number of clusters is low.  
 

 
Figure 12. Percentage significant clusters vs. number of clusters for each algorithm. Note the 
difference in scale between the graphs. HC curves are most separated, and k-means and SOM 
display most significances.  
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     In order to get an overview of which clustering algorithms and parameters that produced 
the significant annotations, a hierarchical clustering was performed of clustering method vs. 
GO annotation. All significant annotations were used, and the result was visualised in a heat 
map (fig 13). Three extra columns, containing algorithm, distance measure and clustering 
variable were added to facilitate pattern observation. Strong horizontal patterns in the heat 
map would signify that there are differences in the algorithms’ tendency to produce 
significant annotations, and would give us an indication of which settings are better to use. 
Strong vertical patterns in the map indicate that an annotation is identified using almost all 
settings. Vertical patterns are more apparent than horizontal, suggesting that the settings in 
large find the same annotations. Differences in intensity of the vertical patterns show that 
some annotations are found by many methods, whereas others only by one or a few. 
Although there are no clear horizontal trends, a number of clusters are unique for certain 
settings, specific for each unique cluster. Whilst it is not possible to say, from this analysis, 
whether any particular cluster is significant, it emphasises that no single cluster method can 
explain such a large dataset. 
 
 

 
 
Figure 13. Heat map of cluster settings vs. GO annotations. All red spots represent a significant 
annotation and green colour represents absence of significant annotations. Below the heat map, a 
selection of the GO terms is written. Annotations within circles are unique for certain settings, distinct 
for each cluster; cluster 1 is not detected by HC and not using correlation, cluster 2 is found only with 
HC, cluster 3 is not found by SOM and cluster 4 only when using correlation. Arrows mark strong 
annotations that are found using almost any settings. The GO terms that were identified by most of the 
algorithms were protein biosynthesis, negative regulation of cell proliferation and cell adhesion  
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4.3.2 Numerical evaluation 
The performance of the algorithms with respect to numerical measures was visualised 
through plotting each clustering variable separately for all indices (fig 14-16). Davies-Bouldin 
index (DB) was replaced with 10 – (the calculated index), in order to simplify interpretation. A 
high score is now consistent with a good cluster solution for all indices, as well as for the GO 
measures. All indices score HC, especially with Euclidean distance, highest, followed by K-
means and finally SOM. For K-means and SOM there are no clear indications of which 
distance measure or clustering variable is better, as measured by these indices. Another 
observation is that DB scores better with increased number of clusters, whereas Dunn’s and 
Silhouette remain approximately constant. 

 
Figure 14. Dunn’s index vs. number of clusters for each clustering variable. We see that HC scores 
best in all graphs.  
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Figure 15. 10 – (Davies-Bouldin index) vs. number of clusters for each clustering variable. HC scores 
best followed by k-means an SOM. All curves rise with increased number of clusters. 
 

 
Figure 16. Silhouette index vs. number of clusters for each clustering variable. HC seems somewhat 
better than k-means, and SOM receives the lowest scores.  
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4.3.3 Functional vs. numerical evaluation 
A comparison of all quality measures including size measures was made by calculation of 
correlation coefficients, hierarchical clustering and visualisation in a heat map (fig 17). GO 
values correlate well with each other, with the exception of percentage non-redundant 
clusters and percentage non-redundant annotations. Numerical indices (again using the 
transformed value of DB-index) also correlate well between themselves, but display negative 
correlation with GO. Cluster size measures correlate positively with numerical indices and 
negatively with GO measures.  
 

 
Figure 17. Correlation coefficients for GO quality measures, numerical indices and cluster size 
measures. For definition of terms see methods. The colour scale is continuous; red signifies positive 
correlation, black no correlation and green negative correlation. The two large red clusters show the 
positive correlation of GO measures and numerical measures, including cluster size measures, 
respectively. The green clusters show the negative correlation between GO and numerical measures.  

 
 
     The observation that cluster indices correlates positively with numerical measures and 
negatively with GO indicates that a cluster solution containing many small or single clusters 
scores high in numerical but low in functional evaluation. In order to get an idea of the size 
distribution of clusters for each algorithm the number of single clusters was plotted vs. the 
number of clusters (fig 18). It is clear that hierarchical clustering produces most single 
clusters, and in particular using Euclidean distance.   
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Figure 18. Number of single clusters vs. number of clusters for each clustering variable. Most single 
clusters are produced using hierarchical clustering and Euclidean distance. 
 
     In order to explicitly examine the numerical indices’ dependence of cluster size, the 
cluster-wise score for Davies-Bouldin index (non-transformed) was plotted against the size of 
the cluster (fig 19). We see that smaller clusters generally obtain lower (better) values. 
However, there is also a set of large clusters with low value. Dunn’s and Silhouette indices’ 
exact dependence of cluster size could not be determined, since no cluster-wise scores were 
available. 
 

 
Figure 19. Davies-bouldin index (non-transformed) vs. cluster size. In order to simplify visualization, 
1000 random clusters with a maximum size of 80 genes were plotted. 14143 of 14467 clusters were in 
this size order. We observe that small clusters generally score low, although there are two distinct 
trends when the cluster size increases. 

 25



5 DISCUSSION 
In this study, a specific set of gene expression data was clustered using a variety of 
algorithms and parameters and the quality of the obtained cluster solutions was assessed 
using functional as well as numerical measures. Functional and numerical evaluations were 
found to be negatively correlated, i.e. a solution that scored well functionally was associated 
with poor numerical scores and vice versa. It was also observed that a cluster solution 
containing many small clusters received good numerical scores but poor functional scores. 
Hierarchical clustering, and in particular using Euclidean distance, was found to produce 
most small clusters. Compared to k-means and SOM, hierarchical clustering was found to be 
more stable over the number of clusters, but more sensitive to the choice of clustering 
variable and distance measure. In terms of GO significance, hierarchical clustering scored 
higher using Pearson correlation than Euclidean distance.  
     The heat map in figure 17 clearly shows the inconsistency between functional and 
numerical measures. The functional and numerical quality measures’ different scoring of 
small clusters may provide a clue to this inconsistency. In the functional evaluation, at least 
two similar annotations were required for significance, implying that single clusters will never 
be significant, and other small clusters only rarely. In contrast, as observed in figure 19, small 
clusters get a better Davies-Bouldin score. The reason for this is probably that small clusters 
have small distances within the cluster (and thus are ”compact”), while the separation of 
clusters does not vary considerably with the cluster size. The two different trends with 
increasing cluster size observed in figure 19 can potentially be explained with a different 
behaviour for different algorithms or parameters. However, this was not further analysed. The 
observation that small clusters get a good Davies-Bouldin score explains the rising curves in 
figure 15, since many clusters implicate small clusters. However, the other numerical indices 
correlate with size measures in the same way as Davies-Bouldin, but do not score better with 
increased number of clusters (fig 14,16), suggesting that there is more complexity to this 
problem.  
     Further support for the theory that the cluster size has a significant impact on the scoring 
of different quality measures was acquired in figure 18. The setting that has obtained the 
most contradictive scores by numerical and functional measures, hierarchical clustering with 
Euclidean distance, is also the one producing most single clusters. A possible explanation for 
the hierarchical clustering algorithm’s tendency to produce single clusters can be achieved 
through a study of how it is executed. Objects diverging a lot from the bulk of the data will be 
added to the hierarchical tree during the last iterations of the algorithm. Therefore, their 
association to other objects will be on a level close to the root, and when the tree is cut they 
often will form single clusters. This is evident in the tree in figure 2; if we move the cutting line 
in order to produce more clusters, clusters that are already small will split up first. Many 
divergent objects in a dataset will thus result in many single clusters when the number of 
clusters is large. The correlation measure reduces absolute differences in data, which in turn 
reduces the amount of divergent objects and thus the tendency to produce single clusters.  
     The stability of HC over the number of clusters may also be explained by its construction. 
Assuming that in a cluster solution obtained with the hierarchical clustering algorithm, mostly 
the tight large clusters obtain significant annotations and that such clusters remain intact 
when increasing the number of clusters; then the number of significant clusters and 
annotations will remain constant over the number of clusters. In contrast to HC, where only 
one clustering is performed for arbitrary number of clusters, altered cluster number in k-
means and SOM implies a new clustering. Therefore the probability of clusters to split up is 
more equally distributed over clusters, why these algorithms more often will divide significant 
clusters into two clusters.  
     These differences between algorithms do not provide any explanation to the observation 
that the hierarchical clustering algorithm was the most sensitive with respect to the choice of 
distance measure and clustering variable however. However, HC has earlier been noted to 
suffer from lack of robustness, i.e. small changes in indata can imply large consequences for 
the solution.  

 26



     The observation that hierarchical clustering achieved highest functional scores using 
correlation suggests that the relative expression differences are more important than 
absolute differences when searching for genes of similar function. Euclidean distance has 
also earlier been criticised for not reflecting gene expression data in a proper way (Nilsson et 
al. 2004).  
     Since only one dataset was used, it is unclear if the observed differences between 
clustering settings are general for microarray data, but it could still be a good idea to take 
these differences into consideration before selecting clustering method. 
     Participating in the same biological process should normally imply a true relation between 
two genes. Given the inconsistency between numerical and functional evaluation, this would 
imply that numerical evaluation of cluster solutions is unreliable. However, one has to 
remember that the GO is not perfect either, only describing a fraction of all possible gene 
relations. In addition, almost half of the genes lacked GO annotation. Despite this, we 
observed in figure 12 that a large proportion of clusters received significant annotations, even 
with the relatively strict criteria to require genes to be annotated to exactly the same GO 
node. This shows that although human genes are less well characterised than for yeast, a 
functional analysis of gene clusters is feasible and makes us believe that further 
development of the GO will make it even more appropriate for this purpose.  
     In order to identify all significant clusters observed in figure 13, basically all the used 
settings were needed. The use of multiple settings may thus improve the prospects of finding 
biologically relevant clusters.  
 

6 FUTURE PERSPECTIVES 
One interesting aspect not touched upon in this thesis is the difference between annotations 
identified by only one clustering setting and annotations identified by almost all (fig 13). 
Intuitively, annotations identified using several settings are more likely to represent true 
biological relationships and it would be interesting to examine whether differences in 
numerical measures can be observed between such annotations. In addition, a manual 
evaluation could be performed, by retrieving lists of genes. Not at all examined in this work is 
whether the analysed genes are important in the development of Alzheimer’s Disease, this 
could also come out from such evaluation. 
     Another future direction would be to include more of the newly developed methods, such 
as the quality clustering algorithm and the geodesic distance measure. Analysing several 
datasets would show whether the observed features are general for microarray data. It is 
also possible to develop the use of the Gene Ontology, in order to better exploit its 
hierarchical structure. This could possibly increase the number of significances. 
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