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Abstract

I evolution�ara studier �ar man ofta intresserad av att j�amf�ora gener

fr�an olika individer eller arter f�or att unders�oka skillnader och likheter.

Hastigheten med vilken f�or�andringar uppst�ar i v�ar arvsmassa skiljer

sig�at i olika delar av genomet och d�arf�or �ar det ofta viktigt att utf�ora

analyser av olika regioner separat.

Det h�ar projektet har g�att ut p�a att konstruera en programvara

som underl�attar evolution�ara studier. Programmet kan anv�andas f�or

att titta p�a en kartlagd genomisk region och dess olika egenskaper.

Till detta kan anv�andaren importera delsekvenser fr�an samma region

eller n�arbesl�aktade genomiska omr�aden. De nya sekvenserna j�amf�ors

med referens-sekvensen och ritas ut i samma f�onster.

Med hj�alp av programmet f�ar man en god �overblick av hur en

m�angd sekvenser t�acker ett visst omr�ade. Det �ar m�ojligt att spara in-

formationen p�a olika s�att och det g�ar att v�alja ut vissa delregioner f�or

vidare analys genom att spara dem i standardiserade �lformat. Filfor-

maten har valts s�a att de kan anv�andas i andra biologiska analyspro-

gram.

1



Contents

1 Introduction 3

2 Background 5

2.1 Object-oriented modelling of biological data . . . . . . . . . . 5
2.1.1 BioJava . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2 Design patterns . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2.1 The MVC-model . . . . . . . . . . . . . . . . . . . . . 7

2.3 Integration of external programs . . . . . . . . . . . . . . . . . 9
2.3.1 Distributed computing . . . . . . . . . . . . . . . . . . 9
2.3.2 CORBA . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.4 Visualisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.5 The EMBL Nucleotide Sequence Database . . . . . . . . . . . 13
2.6 The General Feature Format . . . . . . . . . . . . . . . . . . . 14

3 Materials and Methods 15

4 Results 15

4.1 The graphical view . . . . . . . . . . . . . . . . . . . . . . . . 16
4.1.1 Looking at features in the reference sequence . . . . . . 16
4.1.2 Adding sub-sequences to the display . . . . . . . . . . 17

4.2 Aligning subsets to the reference sequence using blast . . . . . 17
4.3 The editable view . . . . . . . . . . . . . . . . . . . . . . . . . 18
4.4 Saving the result . . . . . . . . . . . . . . . . . . . . . . . . . 19

4.4.1 Save alignment . . . . . . . . . . . . . . . . . . . . . . 19
4.4.2 Extract and save a speci�c region . . . . . . . . . . . . 19

4.5 CORBA wrapper for Bl2seq . . . . . . . . . . . . . . . . . . . 19
4.6 Platform independence? . . . . . . . . . . . . . . . . . . . . . 20

5 Discussion 20

5.1 Designing an object-oriented model . . . . . . . . . . . . . . . 21
5.2 File formats . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
5.3 CORBA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
5.4 Possible extensions of the software . . . . . . . . . . . . . . . . 21
5.5 Further testing . . . . . . . . . . . . . . . . . . . . . . . . . . 22

6 Conclusions 22

2



1 Introduction

Biological data are often provided in crude text �le-formats that can be dif-
�cult to interpret. To visualise such data in an intuitive manner can be a
great help in over-viewing and analysing a speci�c data set. The aim of this
project was to construct a software tool for graphical visualisation and anal-
ysis of di�erent regions in a genomic sequence. The software should provide
a user-friendly interface for genetic analysis in general and for evolutionary
studies in particular. A program like this will be very helpful when dispersed
fragments in a genomic region has been sequenced from several individuals
and should be examined further. It will give a good overview of the coverage
that the set of sub-sequences constitute and also help in the decision of which
parts should be extracted for further analysis.

The fundamental concept when performing evolutionary studies is com-
parison and in the study of molecular evolution one of the basic quantities
is the nucleotide substitution rate. By comparing di�erences and similarities
between related genomic sequences, the nature and a�ect of nucleotide sub-
stitutions can be charachterisised. This knowledge can be used for example
when dating evolutionary events like divergence time between species. There
are several theories on how comparisons should be performed and substitu-
tion rates should be calculated [19].

The conjugation of molecular biology to classic evolutionary studies has
since the 1970s resulted in several methods for estimating genetic distances
between organisms and between individuals within species. This soon led
to the proposal that there might exist a molecular clock that could be used
as a universal reference when setting species divergence in time [21]. The
assumption of this theory is that the substitution rate would be constant for
every living organism over time in shared genomic domains. However, it has
since been shown that the substitution rate di�ers both within a genome [20]
and between di�erent lineages in evolution [10]. Thus, when analysing ge-
nomic sequences in an evolutionary perspective separate analysis of di�erent
domains is often required.

Biology is a very data-rich discipline and there are a large number of
computational tools available for various kinds of analysis. The tools are
provided in di�erent ways, often they can be accessed directly via the in-
ternet, but sometimes they need to be downloaded and executed on a local
machine. The size and complexity of the programs varies. Some can be used
without charge, while other requires a licence. There is much to gain by gath-
ering resources, combining those of special interest can render a tailor made
solution for a speci�c application. The tools are often very specialised and
seldom compatible with other programs without modi�cations. The tech-
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nical obstacles of letting biological analysis programs interoperate mainly
present themselves in the form of distribution and heterogeneity [17]. Dis-
tributed applications run in di�erent processes and are not restricted to the
local machine. By setting up communications between the remote resource
and the client program these can be made to interoperate. A more demand-
ing task is to solve the problem of hetrogenous applications, since these run
on di�erent operating systems or are implemented in di�erent programming
languages. In simple terms, the solution is to somehow wrap the external
resource, therby providing a translation of the that program and enabling an
integration.

Another problem that often is encountered is the lack of well-established,
general de�nitions of how to represent biological data. There are several
groups working on standardisation of formats in the �eld of biocomputing.
The biowidget consortium work on a community consensus for graphical
components [3] and the BioJava [23], as well as the BioPerl [24] projects
are a rich resources for the handling of biosequences and alignment data.
However, one of the most important groups that provide standardisations is
the Life Science Group, a task force of the Object Managing Group (OMG)
[25]. They are de�ning standards for the communication and interoperability
among computational resources in the life science research. The standards
are developed in a distributed object arhitecture.

The primary aim of this project was to develop a program with an in-
terface where the user easily can extract the information of a speci�c region
from a set of biological sequences and where one can obtain a visual repre-
sentation of how this set of sub-sequences are located relative to a reference
sequence. Although there are existing programs that do similair things, there
are few that are developed for evolutionary studies.

One of the goals has also been to gather and use existing software for anal-
ysis and thereby avoid re-implementation of di�erent algorithms. This can
be accomplished by setting up a Client/Server application using distributed
computing. The program is mainly for evolutionary studies within a single
species or of closely related species. For this purpose, the speci�cations of
the project was to build an object-orientated application that ful�lled the
following requirements:

� imports a reference sequence from one of the public sequence databases
and graphically visualises its di�erent genomic domains,

� enables the alignment of \in house" produced sequences to the graph-
ically displayed reference sequence,
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� provides a simple and eÆcient interface for separate analysis of di�erent
domains,

� is platform independent,

� makes use of existing tools for alignment and analysis,

� provides an intuitive user interface.

2 Background

In the design of software several decisions about models and methods for
implementing the program must be made. The �rst thing to do is to de�ne
the application and how it should work. In the case of designing a user
interface, issues like how data should be displayed and handled are important.
It is also important to investigate what kind of data should be used and how
it should be collected. In this section, modelling of a biological system and
the use of distributed computing will be explained. Some computational aids
for bioinformatics are mentioned and the need of visualisation is discussed.
Finally, some general �le formats for representing biological information are
described.

2.1 Object-oriented modelling of biological data

In object-oriented software, a program is viewed as a collection of interact-
ing, but independent components. An object encapsulates both data and
methods and has an interface through which other objects are allowed to in-
teract. The �rst step when designing an object-oriented system is to identify
the necessary objects and their relationships. [4] It is a demanding task to
develop object-oriented models. The goal is often to provide a universal and
reusable solution. To obtain good results the process must be iterative and
careful analysis of the speci�cations is required.

There have been several attempts to provide conceptual object-oriented
models of biological data [12]. When designing a model for the represen-
tation of a biological system it is very important to have a clear idea of
the use and purpose of the model. Di�erent approaches can render di�er-
ent interpretations on some biological terms. Conceptual modelling o�ers
implementation-independent solutions and can be a great help in separating
information from description of a system. A well-designed model provides a
good platform for discussing issues related to a speci�c system.
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2.1.1 BioJava

One resource available for object-oriented software development in a biolog-
ical context is BioJava [23]. The BioJava is an open-source project and pro-
vides various objects for processing biological data. As the name might give
a hint of, the objects are implemented in the Java programming language.
The project was started in 1999 and has ever since been under continuous
development. The �rst stable release, version 1.00, of the BioJava core was
ready in early autumn 2000. The Application Programmers Interface (API)
can be used from a compiled and compressed jar �le or the source code can
be downloaded. The BioJava packages include objects for working with se-
quences and symbols, di�erent �le formats and visualisation. There are also
objects for dynamic programming and database access.

The core elements of BioJava are the objects for representing biological
sequences. In a computational context, traditionally a sequence is just a
string of ASCII characters. However, a biological sequence is much more
then just letters and therefore additional characteristics must be de�ned.
Examples of properties of a biological sequence that can be included in an
object can be the de�nition of the alphabet they are constituted of, the
annotation of regions within the seqeunce, or information about how and
when the sequence was discovered. When de�ning biological properties it is
important to avoid ambiguity in the de�nition. For example, if a sequnce's
only representation is letters, a T will refer to the base Thymine under some
circumstances, while it under other circumstances as well can be referring to
the amino acid Threonine.

In BioJava, the representation of a biological sequence is based on three
interfaces: symbolList, FeatureHolder, and Annotatable [23]. These are
implemented in an object called Sequence, see �gure 1. The symbolList

de�nes all methods for handling data associated with the code string. It has
a de�ned alphabet and each symbol has its own molecular de�nition. The
featureHolder adds the possibility for the sequence to contain information
about annotations such as di�erent features. A Feature is an object that
must be held by another object, for example by a Sequence and can not exist
on its own. The Feature object has a location in the Sequence and is in fact
it self a featureHolder, making it possible to have nested features. Both the
Sequence and the Feature interfaces implement the interface Annotatble,
which means that they both can contain additional information that rather
than being de�ned as a self-contained biological object is accessible as a
description in the form of a string.
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Sequence

AnnotableSymbolList FeatureHolder

Feature

Figure 1: Graphical representation of interfaces representing di�erent com-
ponents of a biological sequence and their relationships.

2.2 Design patterns

The use of design patterns is a great help when designing object-oriented
software. The idea is to extract high level interactions between objects and
reuse their core features in new applications. The development of design
patterns in the software community has been much inspired by the architect
Christopher Alexander who de�ned the nature of a pattern like this: \Each
pattern describes a problem which occurs over and over again in our environ-
ment, and then describes the core of the solution to that problem, in such a
way that you can use this solution a million times over, without ever doing it
the same way twice." [1]. Even though this de�nition applies to construct-
ing houses rather than building programs, it is also true for object-oriented
design.

Design patterns make object-oriented designs more exible and elegant.
The bene�ts are found in avoiding redesign and reusing solutions that have
worked before. It also helps a great deal in obtaining clarity of a design and
to write code that is easy to understand [4].

2.2.1 The MVC-model

The Model-View-Controller (MVC) pattern was originally developed at the
Xerox PARC in the late 1970's for the programming language Smalltalk [14].
It is one of the most wellknown design patterns and is used for the imple-
mentation of graphical user interfaces (GUIs). The Model-View-Controller
model consists of three separated objects, which as the name suggests are,
the Model, the View, and the Controller. Before the MVC was introduced
GUIs where often complex in their internal structure and had a low degree
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of reusability, but the decoupling of components in the MVC has increased
both exibility and reuse.

Smalltalk's Model-View-Controller has been adapted to various degrees in
most other GUI class libraries and application frameworks. The Java Swing
component architecture is based on the MVC model [5]. However, the swing
MVC is a specialised version, constructed to support the pluggable look and
feel instead of applications in general.

The responsibilities of the classes building the GUI are clearly divided
in the MVC model, see �gure 2. The Model object comprises the data of
the application. It maintains the state and updates its views according to
its current state. The View displays information about the Model through
a user interface. There can be several Views accessing the same model. The
Controller is the mediator of how user inputs should be reected in the data
and which view should be displayed.

user

controller

seessees
uses

model

view 2view 1

notify

notify

data-
access

data-
access

Figure 2: The Model-View-Controller-model is based on three objects. The
Model contains all the data of the system, while the Views are responsible
for displaying the data in a di�erent ways. The Controller takes care of user
inputs and makes sure they are reected in the Model.
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The communication scheme between the objects can be described as a
subscribe/notify protocol. The Model allows other objects to be registered
to receive information about changes in the model and is not concerned of
how its data will be displayed. The Model noti�es its views when a change
occurs in the model's data. Thus, the view is always displaying an up to
date version of the data. This protocol makes it possible to attach di�erent
views or controllers to the same model.

When designing a particular application, keeping the MVC model in
mind, the �rst step is to formalise the separation between the data manage-
ment (the Model) and the user interface (the View-Controller). Answering a
few questions can do this. [14] In the case of data management the program-
mer needs to �nd out the following: What is the data? How can the data be
speci�ed? How can the data be changed? In the case of the user interface,
solutions to these issues must be found: How should data be displayed? How
do events map into changes in the data? How should it all be put together?

The MVC model is a good base when building an application that requires
multiple views. It is very good for constructing powerful user interfaces that
easily can be extended by adding new features e.g. attaching a new view.
Another scenario where a model like the MVC is very useful is when dis-
tributed applications are needed. By separating the model and its graphical
representation, the application can be distributed e.g. by letting the model
act as a server and the user interface act as a client.

2.3 Integration of external programs

One of the most important tasks in the �eld of bioinformatics is to integrate
di�erent resources in order to highlight correlations and gain new knowl-
edge about a speci�c system. When addressing such issues, heterogeneous
environments and the need to integrate distributed applications are often en-
countered problems. Fortunately, there are several ways to solve these kinds
of problems.

2.3.1 Distributed computing

Distributed computing enables the interoperation of di�erent applications
and programs. A distributed application has components and objects run-
ning in di�erent process either on the same machine or on machines located
across a network. In addition, if the application also is heterogeneous, its
processes are running under di�erent operating systems or have been imple-
mented in di�erent programming languages.
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Client/server applications refers to two or more tier applications, i.e.
there are more than one application in the system. The load of these parts
can be divided di�erently. There are many reasons why to develop systems
that handle distributed heterogeneous environments. The need to down-
load individual software or to re-implement existing programs disappears.
Applications can be made to run in parallel and thereby increasing speed.
Performance can also be improved if heavy calculations are deployed to bet-
ter machines elsewhere. However, this is a trade-o� where the speed of the
connection and how fast data can be transferred must be taken into account.

By dividing responsibilities of an application in a client/server manner a
clearer design can be obtained. If there are well-de�ned interfaces between
the interoperating resources, di�erent components can be replaced or tested
individually. In the development of a distributed application, choices on what
and how much to distribute must be made.

2.3.2 CORBA

In the last decade, object oriented modelling have become increasingly pop-
ular. To make good use of the features of objects, methods for letting them
interact over networks have been developed. The leading group in this area
is the Object Management Group (OMG) [25]. The OMG was founded in
1989 and is a non-pro�t consortium of more then 700 leading software and
information technology companies. Their work regards standardisation for
objects in general and one of the most important speci�cations provided by
the OMG is the Common Object Request Broker Architecture or CORBA. It
is an industry standard designed to facilitate co-operation between objects,
regardless of their implementation languages. By using CORBA, many of
the inherent complexities of open distributed applications are hidden from
the programmer; hardcore platform programming never has to be dealt with.
CORBA is designed to work in di�erent programming environments and is
used for powerful client/server applications.

In this context, it is not too far a conclusion to draw that CORBA cer-
tainly would have much use in bioinformatics. One of the �rst uses of CORBA
in a biological context was conducted in 1998 to provide distributed access to
a genome mapping database [8]. Within the OMG there is a domain speci�c
group devoted to the development of molecular biology standards called the
Life Science Research Group. CORBA is more and more being put to use
in the bioinformatics community. For example, the European Bioinformat-
ics Institute (EBI) are working on CORBA prototype systems for several of
their resources [16].

In object oriented systems, objects communicate through their interfaces
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and this is also the case in a CORBA system. The CORBA architecture
provides a mechanism by which it is possible to make remote object appear as
if they where running on a local system. The Client using the remote object
actually has no notion of the implementation other than its interface. An
Object Request Broker (ORB) processes requests between objects, see �gure
3. The ORB has the responsibility of �nding the object implementation,
preparing the server for the coming request and sending the data making up
the request back and forth. ORBs are vendor-speci�c implementations of the
CORBA speci�cations and therefore di�ers slightly. However, they should
always be compatible with other ORBs and the Client side can run on one
ORB while another implements the Server.

IDL
stub

IDL
Skeleton

ServerClient

Object Request Broker 

Request

Figure 3: A request being sent from Client to Server by the Object Request
Broker. Stubs and skeletons serve as proxies for the Client and Server. The
Server provides the object implementation.

The key component when designing a CORBA system is the Interface
De�nition Language (IDL). It is a descriptive language that allows the def-
inition of an object in terms of data �elds and methods accessible from the
object. The interface de�nition provided in IDL is language independent,
i.e. objects implemented in di�erent languages can be described and even
components that are not originally written as objects can be made to appear
as such [17]. The syntax of the IDL resembles C++ syntax and has it own
prede�ned keywords for describing objects.

If a good model has been designed for the system it is easy to write the
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IDL �le in which the interface of an object is de�ned. However, the actual
implementation of the object is hidden and behind a boundary that the client
may not cross. The implementation of the client and server is based on help
�les generated by an IDL compiler.

The IDL �le is compiled into a set of new �les consisting of server side
skeleton code and a client side stub code. Since it is no restriction that
the server and client must be implemented in the same programming lan-
guage, the access to CORBA objects must be dealt with di�erently. The
IDL compiler therefore provides methods for language mapping, including
de�nitions of language speci�c data types and procedures to access objects
via the ORB. OMG has standardised mappings for C, C++, Java, COBOL,
SmallTalk, Ada, Lisp, Phyton and, IDLscript [25].

The server side of the application is implemented with the help of the
generated skeleton code, consisting of various interfaces for handling ORB
connections and for control of the server itself. The interfaces are provided in
di�erent �les and the developer only has to extend these interface declarations
in the target programming language and make them work correctly. For the
server side, a main program for the initiation of it services is written as well.
The client is then implemented, with the help of the corresponding interface
declarations provided in stub code �les, to match the server interface. Of
course there is no need for implementing the client and server simultaneously.
The server does not care if there exist a client or not. The client on the
other hand must know the interface declaration of a server, but not how it
is implemented.[15] When all the �les generated from the IDL-compiler and
their implementations has been compiled into machine code, the CORBA
Client/Serer application can be started.

2.4 Visualisation

Biology has always been an intensely visual science. It has its origin in
descriptive disciplines like anatomy and botany aiming at characterising the
natural world based on its appearance.

Today, visualisation is becoming more and more important for another
reason; the amount of information produced by modern molecular methods
is often so large that the only way to get a good overview is by using an
appropriate visualisation strategy. The vast volume of sequence, structural
and functional data available present the bioinformatics community with an
unprecedented challenge [9]. It might well be the case that one of the most
important conclusions of research in computational biology will be that bio-
logical systems are so complex that it will be close to impossible to develop
algorithmic explanations of isolated biological phenomena [6]. A solution to
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such problems could be a well-de�ned graphical representation of the sys-
tem. Together with interactive tools, visualisation can help in navigating
through large volumes of data or to see correlations between di�erent levels
of abstractions.

The general goals of scienti�c visualisation are discovery, decision-making
and explanation and can be de�ned as computer-supported representation of
data in order to amplify cognition. It has been an active area of research
since the development of hardware and software for creating simple plots
began in the early 1960s [11].

Traditionally, biological information has been summarised in ordinary
diagrams and tables. By using computer-aided display methods and by al-
lowing user interaction, enriched and more dynamic displays can be obtained.
The bene�ts of using visualisation are numerous. As mentioned above it will
help in getting an overview of highly complex systems. It can assist a sci-
entist in extracting data of speci�c interest from large data sets, as well as
serving as a tool for monitoring experimental progress and presenting results.
It can also make it easier to see correlation's and �nding relationships or to
interpretate and locate inconsistencies in a data set.

2.5 The EMBL Nucleotide Sequence Database

There are three main public databases that provides genomic sequence records:
the European Molecular Biology Laboratory (EMBL) Nucleotide Sequence
Database [26], the DNA Data Bank of Japan (DDBJ) [27] and the GenBank
located in the United States [28]. In order to be able to o�er the users up-to
date versions of the world's total amount of published sequences there is a
daily exchange of data between these databases. Thus, the di�erences be-
tween them are not the information they contain, but rather how to access
the information and the additional services they o�er.

The EMBL Nucleotide Sequence Database is maintained by the European
Bioinformatics Institute (EBI) and was established in 1980 [18]. Along with
new methods for high through-put sequencing, the number of entries has
doubled in size nearly every year since the end of the twentieth century
Data are submitted from genome sequence centres, individual scientist and
patent oÆces. Every sequence has its own, unique accession number that
permanently identi�es the sequence in the database.

The database can be searched in di�erent ways. Four times a year there
is a release of the current EMBL-data set, but an up-to date version is al-
ways accessible via the Internet through the Simple Retrieval System (SRS).
Entries are distributed in EMBL at-�le format consisting of four major
data-blocks: Descriptions and Identi�ers, Citations, Features, and Sequence.
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An essential part in the EMBL record is sequence annotation. In particular,
the locations of coding regions are important in order to enable a translation
to the corresponding protein sequence. Current policy at the EMBL is to
reject sequences without annotations, unless they are derived from expressed
tagged sequences or are un�nished high throughput genome sequences.

There is a trend towards object-based processing of biological databases.
CORBA prototypes for wrapping the EMBL database have been developed
and can be accessed via EBI [26]. There are also several parsers available for
mapping from a at �le format to an object representations. An example of
such is the SPEM parser for EMBL style entries, consisting of a set of Perl
modules [13].

2.6 The General Feature Format

The investigation of di�erent types of features associated with DNA, RNA
and protein is a common task in bioinformatics. It is important for a number
of reasons, e.g. in homology searches much better results can be obtained
if repeat regions can be masked beforehand. Often, annotation of genomic
features results from computational resources such as gene-predication pro-
grams or comparisons to known sequences. The de�nition of a feature is an
annotated or agged region of a sequence, e.g. an exon, a CpG islands, a
splice site, or even a gene.

To simplify the work of analysing feature data from heterogeneous sources
a standardised �le format has been developed. It was originally called Gene-
Finding Format, but is now referred to as General Feature Format (GFF)
[22]. The name convention for a �le containing GFF-records is a suÆx of g�,
e.g. AL121903.g�. It is an extension of the basic "name, start, end"-tuple,
giving more information then simply the name and co-ordinates of a feature.
One of most important qualities of GFF is its stability [7]. It has fast gained
popularity in the bioinformatics community and several tools and scripts for
GFF has been developed. The full description of GFF can be found at the
Sanger Centre web page [22].

A GFF �le has a very clear structure, which makes it easy to inter-
pretate and parse. It has one record line for every feature. Each line con-
sists of nine tab-separated �elds: <seqname> <source> <feature> <start>

<end> <score> <strand> <frame> [attributes] [comments]

The de�nition of the �rst �eld, the seqname is the name of the sequence
containing the feature. The source is the program or person who found the
feature with the co-ordinates start and stop. Strand are denoted + or -,
depending on what direction the feature has in regard to the sequence. The
�eld frame are 1, 2, 3 or ., depending on the reading frame and whether it
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matters or not. The last �eld is the group that the feature belongs to [22].
The General Feature Format makes it easier to integrated gene parsing

and sharing information from di�erent sources. It is a good resource for
visualisation of di�erent domains in a sequence. It can be used for the rep-
resentation of experimental results, as well as for computational results. It
also has some use for more complex applications, e.g. when transformation
to new co-ordinate systems are required.

3 Materials and Methods

Java: The software has been developed using the Java Development Kit ver-
sion 1.2.2 (Sun Microsystems). The source code for the program is available
from the author.

BioJava: Several objects from the API (version 1.00) of the BioJava-
project has been used for the representation of biological sequences. The com-
plete API can be downloaded from the BioJava website at http://www.biojava.org.

Corba: VisiBroker for Java 4.0 from Borland Inprise has been used for
setting up the communication with remote programs.

Bl2seq : The Bl2seq program was downloaded from NCBI and standalone
binaries are available from ftp://ncbi.nml.nih.gov/blast/executables.

Development tools: VisualCafe Enterprise Edition 4.0 from WebGain has
been used for some of the development of components in the graphical user
interface

4 Results

A software tool for graphical visualisation of a genomic region, where it is
possible to examine features and extract speci�c regions for further analysis,
has been constructed. The program has been implemented using the Java
programming language on Windows NT. However, since Java is platform in-
dependent it is possible to run the program under all operating systems that
supports a Java Virtual Machine that implements the version 1.2 speci�ca-
tions. The tool consists of two di�erent views, �rst the main window with a
graphical visualisation of the genomic region, and an additional view where
it is possible to look at the alignment on the level of nucleotide composition.
The design of the software is mainly based on the Model-View-Controller
model. The objects handling the sequence data are separated from those
in charge of displaying information and processing user interactions. There
is a rather tight coupling between the latter, which actually often is the
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case when the MVC-model is used. But the two di�erent views are clearly
separated; both accessing the under-laying data-object, but displaying the
data di�erently. Based on the ideas in the MVC design pattern, all the in-
formation about the sequences to be examined are held in an data object.
This object comprises several methods for accessing the current state of the
model and methods for changing the state, e.g. adding new sequences or
aligning sequences. For this, many objects from the BioJava-package have
been used. Some as they are, while others have been extended to better suit
their purpose.

4.1 The graphical view

It is possible to display a reference sequence, its features, and a set of subse-
qeunces in a graphical view. Sequences and features are displayed as boxes
with di�erent colours depending on what kind of component they represent.

4.1.1 Looking at features in the reference sequence

The �rst action the user takes is to import a reference sequence in EMBL
format. This �le is parsed with the help of some of the BioJava classes. An
EMBL �le contains much information about a sequence and in this case all
feature-annotations are extracted. The result from the parsing is shown in
the main window so that the whole length sequence and the di�erent features
of the entry can be analysed. Their positions are provided along with addi-
tional information in the feature table and are painted on the main canvas
accordingly. All features belonging to the same feature-class are painted on
the same line. The name of the feature type and its direction is displayed
on the left-hand side in a splitpane where it is possible to adjust the size of
the subwindow. The direction of a feature is denoted + or - and it is easy to
see on what strand a feature is located, since every row is divided into two,
one for the positive strand and one for the negative. Features on the positive
strand also have a thin frame in blue, while features on the other strand are
red. To access the additional information of a feature, the user can click in
the window on the feature of interest. The information are displayed at the
bottom of the main window. It is possible to save the feature data of the
entry to a text-�le in g�-format. The g�-format is a general text format for
describing seqeunce features.

If the user has further information about features in the speci�ed region,
for example from other annotation programs, additional features can be im-
ported. The way to do this is to de�ne new features in a g�-�le and import
this via the "import feature"-menu. The new features are displayed in the
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same way as the original ones. If desired, old and new feature de�nitions can
be merged in a new g�-�le. In fact, when the choice to save features in a
g�-�le is made, all features imported will always be saved. In this version it
is not possible to remove any features from the analysis.

However, features can be removed from the display. In the same way,
by using the "feature"-menu that contains a checkbox list, features can be
reactivated.

The features are displayed within a scrollpane and is possible to change
the scale by dragging the slider located at the bottom of the main window
to the left or right. By changing scale it is possible to get di�erent focus on
the features displayed. To give the user an idea of what region is displayed,
there is a ruler, showing the current base range, positioned uppermost in the
scrollpane.

4.1.2 Adding sub-sequences to the display

Sets of sequences that have small genetic distance to the reference sequence
can be added to the graphical user interface by using the "import subset"-
menu. The sub sequences should be provided in a fasta �le. Several fasta
�les can be imported and each one is regarded as one set, originating from
the same individual. If the set consists of more then one sequence, these
sequences should be provided in multiple fasta format.

The name of the imported �le is immediately shown in the same column
as the feature types. There is no limit on how many subsets that can be
imported. The name of every individual sub-sequence is written directly
above it when it is displayed.

To get an overview on how the subsets are located relative to the reference
sequence, an alignment must be made. In the �rst prototype version of the
software a rather crude blast alignment is performed to obtain these locations.
The alignment is crude in the sense that the user is not able to submit any
parameters to set the conditions for the alignment. When the alignment
is done, the sequences are shown under the features in orange boxes. All
sub-sequences belonging to the same set are displayed on the same row.

4.2 Aligning subsets to the reference sequence using

blast

To �nd the relative position of the sub-sequences in the reference sequence
an alignment based on the Smith-Waterman algorithm is performed. For this
purpose the Blast 2.00 package was downloaded from NCBI. In an ordinary
blast alignment, a query sequence is searched against a database of sequences

17



and those that have a similarity higher than a given threshold value are
reported [2]. The Blast 2.00 package incluse several di�erent programs for
blast-alignments. In this case, only two sequences need to be compared in
every alignment and therefore an alternative to the common Blast called
Bl2seq is used.

The input to the Bl2seq is a query sequence, a target sequence and various
parameters that can be set for the alignment. The output �le from the Bl2seq
is stored temporarily and the result is parsed. Since an alignment with blast
gives several possible alignments the one with the highest score is chosen and
all the alignment data corresponding to this one is extracted. As a result
of the alignment, the aligned regions of the target sequence and the query
sequence are altered in such a way that they now can contain gapped parts
to compensate for di�erences.

To be able to show the alignment of all the sub-sequences against the
same reference sequence, it is in some cases necessary to introduce gaps in
the reference sequence and the sub-sequences. This is done for every new
sub-sequence that are to be added to an existing set, by comparing the
di�erences between the result for the current alignment with the changes
that have been added to the reference sequence in previous alignments. In
further analysis these gaps will be neglected, since their only function is to
display the sequences underneath each other in the correct position according
to the alignment results.

4.3 The editable view

The alignment can be examined further in the second view where all the
sequences are shown on basis of their nucleotide composition. Since the
Bl2seq-program only aligns the regions that give the highest score, sometimes
it will be necessary to edit the alignment. The parts that have not been
aligned are added to the end or start region of the aligned part of the sub-
sequence. This is the case if there are di�erences in one or both of the
anking regions of the sub-sequence compared to the reference sequence.
Small changes to the alignment can therefore give much better results. It
is only possible to edit by adding or removing gaps in a sequence. At the
moment, it is unfortunately not possible to save the changes.

To help the user navigate through the sequence, the position of the caret
is transformed into representing the nucleotide position. The position is
displayed in the upper left corner of the interface as long as the caret is
within the range of a sequence.
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4.4 Saving the result

The result of the alignment and speci�c regions can be saved, and like the
g�-�le, it can be used in other programs.

4.4.1 Save alignment

The alignment can be saved in a simple �le format. The �le consists of data
representing the reference sequence and all sub-sequences. All data �elds are
tagged with #. For the reference sequence information about its identity,
length and gapped nucleotide sequence are saved. The reference sequence
is followed by all the sub-sequences with their name, relative location and
gapped nucleotide representation. At the moment it is not possible to import
such a �le and further investigation of what is demanded from such a �le must
be made, before this is implemented.

4.4.2 Extract and save a speci�c region

It is possible to extract a speci�c region for further analysis. The user can
specify the range for the region to be extracted via a dialog-window. All sub-
sequences are then investigated and in those that cover the range, the region
is cut and saved. The output is a multiple fasta �le that can be used in other
analysis programs. This is an easy and exact way to cut a set of genomic
sequences and without too much e�ort di�erent parts can be prepared to be
analysed separately.

4.5 CORBA wrapper for Bl2seq

The alignment using Bl2seq can be performed in two ways. Either it can
be executed on the local machine, or it can be requested from a CORBA
server running the Bl2seq program. A CORBA wrapper for the Bl2seq has
been implemented. The blast.idl �le de�nes the interface for requesting the
CORBA server and looks like this:

module blast{

struct blast_result{

long sstart;

long sstop;

long qstart;

long qstop;

string Subject;

string Query;
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};

interface align_blast{

blast_result runBl2seq(in string entry,

in string subseq);

};

};

The server takes a query sequence and a target sequence as arguments
and performs the alignment and parsing of the result in the same way as
described in the section above. The results from the parsing are sent back
to the Client requesting the server.

4.6 Platform independence?

Since the Java program is said to be platform independent, the program
should run without any problems regardless of operating system. But of
course, this needs to be tested. The performance of the analysis tool has
been analysed on both Solaris Unix and Windows NT. Since the alignment
program can run locally on the Windows-machine a Corba-request is not
required, but it is possible to use it even on the same machine. On Win-
dows the program works �ne, except from bugs originating from poor code.
The program has been tested less extensively running under the Unix op-
erating system. Due to licence agreements and security issues the CORBA
connection could only be tested on a local network, and so far it works �ne.
Regarding the performance of the program itself, it also seem to run without
problems.

5 Discussion

In its �rst version, the main focus of the program is to work as a middle tier
for processing sequence data, assisting the user to extract regions that are
suitable for further analysis. The program is able to display and compare
sequences of closely related species. It gives a good overview of a genomic
region and its features. It also helps with the handling of a collection of
sequences where one wants to treat di�erent regions separately. The software
o�ers a good overview on how di�erent sub-sequences map to a well-de�ned
reference sequence. Since they are displayed in such a way that it is easy to
see what features are located in a speci�c region, it can o�er guidance in the
choice of what parts should bene�t from more careful investigation.
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5.1 Designing an object-oriented model

The design and structure of the software is meant to be easy to overview
and easy to extend with new analysis tools. However, the desig of a program
based on well-de�ned structures is something that is easy in theory but has
been somewhat harder in real life. To construct a program based on reusable
objects with strict interfaces requires careful consideration and planning. It
is an iterative process and it is very diÆcult to get it right the �rst time. For
this, using design pattern has been a great help. One of the bene�ts is the
help that it has given in creating clarity of the design and help in abstracting
di�erent parts.

5.2 File formats

The crude �le format for saving the alignment results should be developed
in such a way that it could also be imported again. At the moment it is only
possible to import new sequences. In future version it should be possible
to save and open a project and work with it discontinually. This could be
implemented by using the ability to serialize the Java objects that hold the
data structure describing the alignment.

5.3 CORBA

Allowing di�erent analysis programs to interoperate is one of the most im-
portant issues in developing software for biology. For this purpose, Corba
is very useful. It is easy to use and allows for the integration of object ori-
ented applications. There are many ongoing projects aiming at developing
standardisation's and new services for biological research.

If the CORBA wrapper for Bl2seq should be made public it need to
be tested more thoroughly, and also made to adhere to the standards for
bioinforamtic methods de�ned by the OMG Life Science Research task force.
It would also be good to examine combinations of di�erent ORBs, using one
for the Server and another for the Client.

5.4 Possible extensions of the software

For the program to work as a functional analysis program additional pro-
grams need to be integrated by allowing them to interoperate with the main
program. Preferably, this should be accomplished using distributed com-
puting. Examples of programs that would be of interest for evolutionary
studies are various alignments programs that give information about genetic
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distances. It should be possible to construct and view phylogenetic trees. Of
interest are also programs that calculate and examines the nucleotide compo-
sition in di�erent parts of the genomic region, e.g. GC-content. Finding more
annotations or de�ning features that are ambiguous are of great importance
as well.

5.5 Further testing

In order to get a program running in a correct manner, intense testing is
required. This is of course dealt with during development, but in this phase
one important factor is missing and that is the user. Therefore, it is of
vital importance to gather the opinions from presumable users. Issues, apart
from the performance of the software that has to be addressed are questions
like how the information should be displayed and, if the interface really is
intuitive.

6 Conclusions

Even though the program still is in early stages of development, there is
no question that a program like this will be of much use. With the help
of graphical visualisation the examination of sequences are facilitated. This
is performed in a framework where it is easy to see correlations between
features and evolutionary aspects in a speci�c region. Hopefully, the program
will have much use for handling biological data and preparing it for further
analysis.

22



References

[1] Alexander, C., Ishikawa, S., Silverstein, M., Jacobson, M., Fiksdahl-
King, I., Angel, S., A Pattern Language Oxford University Press, New
York, 1977

[2] Altschul, S.F. Gapped BLAST and PSI-BLAST: a new generation of
protein database search programs Nucleic Acids Research 25 3389-3402
(1997)

[3] Fischer, S., Crabtree, J., Brunk B., Gibson M., Overton G.C. BioWid-
gets: Data interaction components for genomics Bioinformatics 15 837-
846 (1999)

[4] Gamma, E., Helm, R., Johnson, R., & Vlissides, J., (1994) De-
sign Patterns: elements of reusable object-orieted software Reading,
Massachusetts: Addison Wesley Publishing Company/Addison Wesley
Longman, Inc.

[5] Geary, D.M. (1999) Graphic Java 2 Mastering the jfc, Volume 2, 3rd ed.
Pala Alto: Prentice Hall PTR

[6] Helt, G.A., Lewis, S., Loraine, A.E., Rubin, G.M. BioViews: Java-
Based Tools for Genomic Data Visulaization Genome Research 8 291-
305 (1998)

[7] GFF Tools: working the Gene-Finding Format Holmes, I.
http://ftp.hgmp.mrc.ac.uk/CCP11/newsletter/vol3 1/g�.html 2000-12-
01

[8] Hu, J., Mungall, C., Nicholson, D., Archibald A.L. Design and imple-
mentation of a CORBA-based genome mapping system prototype Bioin-
formatics 14 112-120 (1998)

[9] Kraemer, E.T., Ferrin, T.E. Molecules to maps: tools for visualization
and interaction in support of computanional biology Bioinformatics 14
764-771 (1998)

[10] Makalowski, W., Boguski, M.S. Evolutionary parameters of the tran-
scribed mammalian genome: an analysis of 2,820 orthologous rodent
and human sequences Proc Natl Acad Sci U S A. 16 9407-9412 (1998)

[11] Meyer, R.D., Cook, D. Visualization of data Current Opinion in Biotech-
nology 11 89-96 (2000)

23



[12] Paton, N.W. et al Conceptual modelling of genomic information Bioin-
formatics 16 548-557 (2000)

[13] Pocock, M.R., Hubbard, T., Birney. E. SPEM: a parser for EMBL style
at �le database entries Bioinformatics 14 823-824 (1998)

[14] Potel, M. MVP:Model-View-Presenter The Taligent Program-
ming Model for C++ and Java Mike Potel VP & CTO TAl-
igent, Inc. potel@taligent.com Copyright Taligent, Inc. 1996
http://www.ibm.com/java/education/mvp.html 2000-10-17

[15] Saleh, K., Probert, R., Khanafer, H. The distributed object comput-
ing paradigm: concepts and applications The Journal of systems and
software 47 125-131 (1999)

[16] Slidel, T. A CORBA interface to teh EMBL Sequence Database The
Bioinformer 2 (1997)

[17] Stevens, R.,Miller, C. Wrapping and interoperating bioinformatics re-
sources using CORBA Brie�ngs in bioinformatics 1 9-21 (2000)

[18] Stoesser, G., Baker, W., van den Broek, A.E., Camon, E., Hingamp, P.
and Tuli, M.A The EMBL Nucleotide Sequence Database Nucleic Acids
Research 28 19-23 (2000)

[19] Wen-Hsing, L. and D. Grauer. (1991) Fundamentals of Molecular Evo-
lution. Sunderland, Massachusetts: Sinauer Associates, Inc.

[20] Wolfe K.H. & Sharp P.M. Mammalian gene evolution: Nucleotide se-
quence divergence between mouse and rat Journal of Molecular Evolu-
tion 37 441-456 (1993)

[21] Zuckerkandl, E. and L. Pauling. 1965 Evolutionary divergence and cover-
gence in proteins. pp. 97-166. In Bryson V., and Vogel J.(eds), Evolving
Genes and Proteins. Academic Press, New York (1965)

[22] GFF:an Exchange Format for Feature Description The Sanger Center,
UK http://www.sanger.ac.uk/Software/formats/GFF/ 2000-12-01

[23] http://www.biojava.org 2001-01-03

[24] http://www.bioperl.org 2001-01-19

[25] http://www.omg.org 2001-01-03

24



[26] http://www.ebi.ac.uk/ 2001-01-03

[27] http://www.ddbj.nig.ac.jp 2001-01-03

[28] http://www.ncbi.nlm.nih.gov 2001-01-03

25


